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Abstract
The main purpose of this thesis is strengthen the formulation of a flexible job shop problem as presented in Thörnblad [1]. A class of valid inequalities for a simplified model is
derived, and we prove that they are facet-inducing for instances with two jobs. A number
of different approaches for implementing these inequalities in solution schemes for job shop
problems are discussed. The performance of these approaches is tested on randomly generated and real problem instances. Also, an alternative formulation of the objective function
is presented. For most problem instances tested it is shown to be superior to the original
formulation in terms of CPU time.
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1
Introduction and problem description
1.1

Background

GKN Aerospace Sweden (previously Volvo Aero Corporation) has made a big investment
into a multitask cell, i.e., a set of resources which are able to perform different processing
tasks. With the shipment of this multitask cell a scheduling algorithm based on a simple
priority function for handling the scheduling of the resources was included. In the master
thesis [3], this scheduling algorithm was shown not to be sufficiently efficient. Today the
scheduling of the resources are done manually which may lead to unnecessarily long lead
times and a non-optimal use of the resources. Karin Thörnblad has in her PhD thesis
[2] implemented and compared three different formulations of mathematical optimization
models for this scheduling problem. In Thörnblad’s thesis [2], the scheduling problem is
modelled as a mixed integer linear program (MILP) which can be solved using highly optimized generic solvers. One of them—which uses so called ”nail variables”—has been very
successful in solving the problem and as far as we know, no other successful implementation
of this model has been published to this date.

1.2

Motivation

The purpose of this master thesis is to investigate the core of the mathematical model
presented in [2] with the aim to improve its formulation. One of the main reasons why the
model is successful is that its continuous relaxation provides very good bounds, which is
crucial when using a branch-and-bound algorithm [5] for its solution. The quality of the
lower bounds depends on which constraints one chooses to include in the model. To get
good lower bounds it is important that the inequalities are ”strong”, the best ones being
facet defining inequalities which are also active in the optimum to the corresponding continuous relaxation. The main goal of this theses is to find such inequalities and investigate
different formulations of Thörnblad’s model.
1
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1.3

The multitask cell at GKN Aerospace

The multitask cell at GKN Aerospace consists of ten different resources with five of them
being multi-purpose machines that are able to handle different types of operations. The
other five resources are three set-up tear-down stations, one manual deburring station, and
one automatic deburring station.
When a component visits the cell it first enters the set-up station where it is mounted
into a fixture. The second step (which will be referred to as the route operation) is performed in one of the multi-purpose machines and consists of turning, milling, and drilling
of the component. After this operation is completed, some jobs will require manual and/or
automatic deburring which are handled in the respective resources. The final operation is
the removal of the fixture in one of the set-up/tear-down stations. See Figure 1.1 for an
overview of the multitask cell.

Figure 1.1: An overview of the multitask-cell

A job is defined as one complete visit to the multitask cell, performing all required
operations described above in a prescribed order. We say that a job consists of several
operations (each job having between three and five operations) with the first and last always
being set-up and tear-down respectively, the second being the operation performed in the
multi-purpose machines and the occasional third and fourth operations being the deburring.
A component typically visits the multitask cell several times before it is completed. Some
2
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components require that the jobs are performed in a specific order which will add additional
complexity to the associated scheduling problem.
The multi-purpose machines in the cell can perform the same tasks (turning, milling,
and drilling) but they are not completely identical. GKN Aerospace has tested the accuracy
of the performance of these resources and has come to the conclusion that some of them
perform certain tasks with higher accuracy than the others do. Because of flight-safety
regulations and other reasons, some jobs are required to be handled by the resource with the
highest accuracy; this being another factor which adds to the complexity of the scheduling
problem.
So far we have discussed the scheduling problem but not actually defined what it is.
The reason being that the problem is not easily defined. Simply put, we want to utilize the
cell as efficient as possible as well as satisfying the demands of the customers (i.e., shipping
the components on time). We will discuss this further in Section 3.2.2.

1.4

Limitations

In this thesis the discussion will be focused on the most successful optimization model
formulated in [2]—the one formulated with nail variables. The focus is on improving the
formulation of the model in a way such that current generic MILP-solvers will be able to
handle them as efficient as possible. There will thus be little to none discussion on different
methods of solving the the resulting MILP.
There are also numerous other—non-optimizing—ways of solving problems of this kind.
A quick search on the topic ”flexible job-shop”—which is the name of the type of problems we are dealing with—returns mostly articles regarding implementations of different
meta-heuristics. Genetic algorithms, simulated annealing, tabu search and ant colony optimization has all been successfully implemented on different types of job-shop problems
(see, e.g., [9, 10, 11, 12]). These methods could serve as complements to a mathematical
optimization method, to provide good feasible solutions thus lowering the number of nodes
generated in a branch-and-bound tree. This topic will also be left for further research.

1.5

Outline

Chapter 2 presents an introduction to some basic integer linear programming theory with
extra emphasis on cutting plane methods. In Chapter 3 the model developed in [2] is
presented with some additional discussion regarding the objective functions and simplifications needed for investigating the polytope defining the feasible region of the scheduling
problem. In Chapter 4 a family of strong inequalities is derived and a proof that they are
facets in a special case is presented. Chapters 5 and 6 contain some computational results
from an implementation of these strong inequalities in a branch-and-cut algorithm (see
Section 2.4), as well as conclusions and a discussion.

3

2
Integer programming
In this chapter some basic theory of integer linear programming is presented.

2.1

Linear programming

Integer linear programming is generally much harder to solve than linear programming
and in very many cases linear programs are solved as subproblems in algorithms for integer
linear programming. It is thus of great importance that one has an understanding of the
basic properties for linear programs before venturing further into the realm of integer linear
programming.
We will use the notation of [5] and let a general linear programming (LP) problem be
stated as
n
z := max{cx : Ax ≤ b, x ∈ R+
},
(2.1)
where A is a m×n rational matrix, c is a 1×n rational vector, and b is a n×1 rational column
vector. Equality constraints can be modelled using two inequalities, and a minimization
problem by replacing c by −c, so the formulation (2.1) covers all linear programming
problems.
There exists several algorithms for solving (2.1) with the most common in real applications being variants of the simplex algorithm [5, Section I.3]. The simplex algorithm—
though possessing an exponential computational complexity in the worst case—is very
efficient in solving real linear programs and usually requires a number of operations being
a small multiple of the number of constraints. When solving LP problems in this thesis
we will use IBM’s LP solver CPLEX [13], which is a highly optimized implementation of
several variants of the simplex algorithm. For a full description of the simplex algorithm
we refer to [5, Section I.3].

4
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2.2

Polyhedral theory

The theory which uses linear programming techniques to solve integer linear programs
usually regards the feasible set of integer points as an intersection between a polyhedron
P ⊆ Rn and Z+n . Polyhedral theory is therefore an essential part in the theory of integer
linear programming.

2.2.1

Basic definitions

We list some definitions for reference and to introduce notations used in this thesis.
Definition 2.2.1. A polyhedron is the set P ⊆ Rn of solutions to the system of inequalities,
P = {x ∈ Rn |Ax ≤ b}, where (A,b) is a n × (n + 1)-matrix.
We will only be considering rational polyhedra, i.e., (A,b) being a rational matrix.
The description of a polyhedron as a set of linear inequalities is referred to as the outer
description of the polyhedron.
Definition 2.2.2. A polytope is a bounded polyhedron.
Definition 2.2.3. The dimension of P , dim(P ), is the number of affinely independent
points in P minus one, i.e. dim(P ) = k iff the number of affinely independent points in P
is k + 1.
Definition 2.2.4. A polyhedron P = {x ∈ Rn |Ax ≤ b} is full-dimensional if dim(P ) = n.
Definition 2.2.5. Given a polyhedron P , the inequality πx ≤ π0 or (π, π0 ) is called a valid
inequality for P if it is satisfied by all points x ∈ P .
Definition 2.2.6. Let (π, π0 ) be a valid inequality for a polyhedron P and let F = {x ∈
P |πx = π0 }. Then, F is a face of P represented by (π, π0 ).
We say that a face F is proper if it is neither empty nor the whole of P . When the
face F represented by (π, π0 ) is nonempty we say that (π, π0 ) supports P . A face F of
a polyhedron P is also a polyhedron with dim(F ) ≤ dim(P ) and we call F a facet of
P if dim(F ) = dim(P ) − 1. We will see that the most interesting faces either have low
dimensions (0 or 1) or are facets.
The following important theorem will be stated without proof (see [5, Thm. 3.5(a) of
Ch. I.4]).
Theorem 2.2.1. A full-dimensional polyhedron P has a unique (to within scalar multiplication) minimal representation by a finite set of linear inequalities. In particular, for
each facet Fi of P there is an inequality ai x ≤ bi (unique to within scalar multiplication)
representing Fi and P = {x ∈ Rn |ai x ≤ bi for i = 1,...,t, t ∈ Z+ }.

5
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This theorem states that the facets of a polyhedron are necessary and sufficient for
its description. If the polyhedron is not full dimensional the minimal representation will
include a system of equations, i.e., P = {x ∈ Rn |Ax ≤ b, Bx = d}, where each row in
A corresponds to a facet inducing inequality where no equation
in the system Bx = d is
!
A,b
implied by any other subset of rows in the system
.
B,d

2.2.2

Inner and outer representations of polyhedra

The way we defined a polyhedron P above—as an intersection of halfspaces—is called the
outer representation of P , i.e., one uses the faces of highest dimension to describe the
polyhedron. Another way is to use the faces of P with the lowest dimension. To do this
we need a couple more definitions.
Definition 2.2.7. We call x ∈ P an extreme point of P if there do not exist any x1 , x2 ∈ P
with x1 6= x2 such that x = 12 x1 + 12 x2 .
Definition 2.2.8. Let P 0 = {r ∈ Rn |Ar ≤ 0}. If P = {x ∈ Rn |Ax ≤ b} =
6 ∅, then
0
r ∈ P \{0} is called a ray of P .
It can be proven [5, pp. 93–94] that extreme points and extreme rays of a polyhedron
are 0- and 1-dimensional faces respectively of the polyhedron. The following theorem is
due to Minkowski (for a proof, see [5, p. 96]).
Theorem 2.2.2 (Minkowski’s Theorem). If P 6= ∅ and rank(A) = n then
(
)
X
X
X
P = x ∈ Rn x =
λ k xk +
µj r j ,
λk = 1, λk ≥ 0, k ∈ K, µj ≥ 0, j ∈ J ,
k∈K

j∈J

k∈K

where {xk }k∈K and {rk }j∈J are the sets of extreme points and extreme rays, respectively,
of P.
A polyhedron can thus be expressed as the sum of a convex combination of its extreme
points and a conic combination of its extreme rays. This representation is called the
inner representation of the polyhedron P . The reverse statement—that a sum of a convex
combination of points and a conic combination of points is a polyhedron—also holds and
is a theorem by Weyl (see. [5, p. 98]).

2.2.3

Connections between integer programming and polyhedral
theory

In integer linear programming the feasible set S is usually implicitly defined as the set
of integer points contained in a polyhedron, i.e., S = {x ∈ Z+n |Ax ≤ b} ⇔ S = P ∩
n
Z+n , where P = {x ∈ R+
|Ax ≤ b}. If we have such a description of S and if P is bounded,
6
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it follows from the reverse of Minkowski’s Theorem (see [5, p. 98]) that conv(S), which
is the convex hull of S, is a rational polyhedron. This statement holds for unbounded
polyhedra as well but requires a bit more theory to demonstrate (see. [5, p. 104–107]).
This is a very important result, since optimal solutions to a linear programming problem
are extreme points of its feasible set since extreme points of conv(S) are integers. This
means that we can, in principle, use linear programming techniques to solve general integer
programming problems.
Consider the general integer linear program
z = max{cx : Ax ≤ b, x ∈ Z+n },

(2.2)

where A is a n × n rational matrix, c is a 1 × n rational vector, and b is a m × 1 rational
column vector. To be able to use linear programming techniques when solving the integer
linear program (2.2) we need an outer description of conv(S) where S = P ∩ Z+n , and P =
n
|Ax ≤ b}. Assume for now that P is a polytope. We can then, in principle,
{x ∈ R+
enumerate the whole of S = {vk }k∈K and use the definition of a convex hull to get
)
(
X
X
λk = 1, λk ≥ 0, k ∈ K
λk vk ,
conv(S) = x x =
k ∈K

k∈K

From this system of equations one can project out the variables λk , k ∈ K, one by one by
means of Fourier-Motzkin elimination ([7, Section 4.2]) to obtain a system of inequalities
only involving x as variables. This process will usually result in a system of very many
inequalities with lots of them being redundant. This is a way of transforming an inner
description of a polytope to an outer description and an implementation of this scheme is
described, very detailed, in [7, p. 12–22].
Given an outer description of conv(S), the linear program max{cx|x ∈ conv(S)} can
be solved in place of the integer linear program (2.2). This, however, is unfortunately
not a realistic approach. The scheme of transforming the inner representation of conv(S)
into an outer representation using Fourier-Motzkin elimination is very costly and can only
be performed on very small problem instances. Also, the resulting number of facets is
usually extremely big (typically exponential in the number of feasible points) making the
corresponding linear programming problem hard or even impossible to solve.

2.3

Pure cutting plane algorithms

In this section a general cutting plane algorithm is described. A cutting plane algorithm
uses some form of relaxation of the feasible set conv(S) to create a problem which can
be solved. If the optimal point, x0 , to the relaxed problem happens to be infeasible in
the integer linear program (2.2), the relaxed problem is enhanced with a valid inequality
πx ≤ π0 which cuts off the infeasible point x0 , i.e., πx0 > π0 ; the problem is then resolved.
This procedure is repeated until an optimal point, which is feasible in the integer linear
program (2.2), is found.
7
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Let Ax ≤ b be a complete description of the convex hull of the feasible set of an integer
linear programming problem. Given such description, it is usually the case, that the number
of rows in A is too large for an LP solver to handle. A way to handle problems like this
is by not using all the inequalities right away, instead these are added when needed. A
cutting plane algorithm can be designed as Algorithm 1.
Algorithm 1 Cutting plane algorithm
1. Initialize (Ã,b̃) as a subset of the rows of (A,b), small enough to be handled by an
LP solver.
2. Solve the corresponding LP problem: z = max{cx|Ãx ≤ b̃} with an optimal point
x0 .
3. If x0 satisfies Ax0 ≤ b, then x0 is an optimal solution to the original problem, stop.
4. Else, find a violated inequality among the rows in (A,b).
5. Extend (Ã,b̃) with the inequality found and go to step 2.

Obviously, nothing stops Algorithm 1 from generating an exponential number of inequalities, possibly making the LP solver unable to handle the subproblem. Hopefully, the
algorithm will terminate before generating too many rows of A, but there are no guarantees
for this.

2.4

Branch-and-cut algorithms

One disadvantage of Algorithm 1 is that in a realistic setting, very rarely the complete
description of the convex hull of the feasible set is available. In the general case, the
n
feasible set is described as S = P ∩ Z+n with P = {x ∈ R+
|Ax ≤ b}. Then a pure cutting
plane algorithm, which would require the full facial representation of S, cannot be used.
We then have to employ, what is known as branch-and-bound techniques. This type of
algorithm decomposes the problem into subproblems which has some variable values fixed
(branch), and uses the LP relaxation to compute bounds for subproblems (and bound).
With LP relaxation we mean the original problem (2.2) but with the integral constraints,
x ∈ Z+n , dropped. The branching procedure yields a tree structure of the subproblems,
with the root node being the original problem and the other nodes subproblems with one
or some of the variables fixed. A schematic description is given in Algorithm 2.
The maximum number of nodes in a branch-and-bound tree is exponential in the number of variables in the problem. It is thus of great importance to find a good feasible
solution early in the solution process such that a lot of nodes in the tree can be pruned at
an early stage. Using heuristics for this purpose is usually a good idea. But even if one
has a heuristic for finding a good feasible solution, the number of nodes will still be large if
8
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Algorithm 2 Branch-and-bound algorithm
1. Initiate the ”tree” to consist of one (active) node corresponding to the original problem.
2. If no active nodes are left in the tree, STOP. The best feasible vector is optimal.
3. Else, choose (according to some rule) a problem from a list of active nodes in the tree
and solve its LP relaxation.
4. If
(a) no feasible solution to the LP relaxation is found, or
(b) the optimum value of the LP relaxation is lower than that of a known feasible
solution to the ILP (2.2), or
(c) the optimum value of the LP relaxation is integral,
then prune the tree at the current node and go to step 2.
5. Else, divide the tree at the node by restricting the value of a variable, into two new
subproblems, which will then be new active nodes in the tree, and return to step 2.

the formulation of the problem is not strong, i.e., if there is a big gap between the solution
of the LP relaxation compared with original program. Then, in step 4(b) of Algorithm 2
the optimal value of the LP relaxation will be larger than that of the best known feasible
solution, and a division of the branch-and-bound tree at the node currently being solved
will follow. Having both a tight formulation of the integer linear program as well as good
feasible solutions is therefore extremely important when using branch-and-bound methods
for large integer programs.
In a branch-and-cut framework, in step 5 of Algorithm 2, one can choose to add a valid
inequality to the program and resolve the current active subproblem instead of splitting
it into subproblems. Hopefully, and especially if the valid inequality is strong, this leads
to an optimum integer solution being found or forces the value of the LP relaxation below
that of a currently known feasible solution, thus enabling the pruning of the tree at the
node at hand.

9

3
The mathematical model of the
scheduling problem
In this chapter we present two different mathematical formulations of the scheduling problem for the multitask cell described in Section 1.3, being mixed integer linear programs
(MILP). The first one, which is referred to as the engineer’s model, is only basically presented; it is included solely for providing motivation for the modeling decision which lead
to the second model. The second model employs discrete time steps and decision variables
called ”nail-variables”. It is the most successful model in [2], and it has the focus in this
thesis.

3.1

Decomposition of the engineer’s model

In Thörnblad’s thesis [2] the first model implemented and tested was the so called engineer’s
model. It uses the decision variables zijk and yijpqk , where zijk equals 1 if operation (i,j) is
allocated to resource k, and yijpwk equals 1 if operation (i,j) is processed before operation
(p,q) on resource k, with both variables attaining the value 0 otherwise. The notation
”operation (i,j)” refers to operation number i of job number j. The main idea is to model
the ordering of the operations and keep the time hidden. When an optimal ordering of the
resources has been found the time can be read off from the ordering combined with the
processing times of the operations. A complete description of the full engineer’s model is
given in [2].
Preliminary tests on the full engineer’s model motivated a decomposition of the complete scheduling problem into the so called machining and feasibility problem. The reasons
for the decomposition are that the workload of the multi-purpose machines are considerably
higher than that of the other resources and that a lot of computation time can be saved
by splitting the problem into two separate parts (see Figure 3.1 for an example solution).
The machining problem finds an optimal schedule for the five multi-purpose machines and
10
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while the feasibility problem takes the solution from the machining problem and creates
a feasible schedule for the remaining five resources. Since the bottleneck of the multitask
cell are the multi-purpose machines we are mostly interested in finding good solution to
the machining problem. Combining the results from the machining and feasibility problem
will result in solutions that are typically good, however, not provably optimal.
This decomposition of the problem reduces the computation time a lot. Unfortunately,
the CPU times where still too high for the resulting solution scheme to be of practical
value. This motivated the reformulation of the model of the machining problem to use a
discrete time steps.

Figure 3.1: An example of a complete schedule.

3.2

The time-indexed model

Modelling problems using discrete time steps (more commonly known as time-indexed
formulations) is not new in the theory of machine scheduling problems (see for example [4]).
It had—to the best of our knowledge—not previously been applied to a real problem of this
particular kind before Thörnblad’s work [1]. In [2] Thörnblad does optimization runs on
one joint model with discrete time steps. Improvements in CPLEX [13] as well as hardware
improvements made these runs of practical use (which was not the case at the time of [1]).
In this section a model for solving the machining part (see Section 3.1) of the problem
is presented. This is motivated by the fact that the majority of the computational effort
is spent on this part. To obtain a complete schedule for the multitask cell one also has to
solve the feasibility problem.

11
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3.2.1

Definition of sets, variables, and parameters

Let J be the set of all the jobs. Since we are only concerned with scheduling of the
multi-purpose machines, each job consists of one single operation; therefore no index for
the operations (i.e., i) is needed. Let K be the set of resources (|K| = 5 in this case). Let
T be the set of all time steps. For the jobs possessing so called precedence constraints, a
set Q ⊂ J × J is defined as follows: If (j,q) ∈ Q then job j has to be performed before
job q, j,q ∈ J .
The decision variables for this problem are defined as
(
1,
if job j starts at time step u on resource k,
xjku =
j ∈ J, u ∈ T .
0,
otherwise,
There is one variable for each possible starting time for each job and each machine (i.e.,
resource). This results in a large number of variables and have been the Achilles heel of
the time-indexed formulations for the last couple of decades. Computers have simply not
been able to either store the problem data in their memory, or handle the LP relaxation
problems efficiently. The computers of today have enough RAM to handle big instances
of this formulation and modern LP solvers have not much difficulties in solving the LP
relaxations, so this approach has become possible.
That being said, it is obviously very important to limit the number of variables and
use as few as possible. The only way to do this is being very careful when doing the
discretization of time, i.e., defining the set T . One has to choose a big enough value of
T , where T = max{T }, so that optimal schedules can fit into the planning horizon, but
as small as possible as to reduce the number of binary variables. This is done in [1] by
computing a feasible solution using a heuristic and it won’t be discussed further here.
What is also important is defining the length of the time step. Long time steps result in
fewer variables but might lead to solutions too far from the real optimum while employing
short time steps results in more variables in the problem. In [1] time steps between 0.25h
and 2h were tested with the conclusion being that a time step of 1h is a good compromise
between getting close-to-optimal schedules and reducing the number of variables. For a
more lengthy discussion on how this can be done, see [2].
There are also a number of parameters required to define an instance of the flexible
job-shop problem. Remember that some of the jobs have constraints such that they can
only be processed on a resource with a high enough accuracy. Let λjk be a parameter
whose value equals 1 if job j is allowed to be processed on resource k, and 0 otherwise. In
the beginning of a planning period, it is usually the case that some of the resources are in
the middle of an operation. Therefore, a parameter ak is introduced whose value equals the
time step in which resource k will be available for the first time. Similarly, all of the jobs
might not be available at the start of the planning period. Let rj be a parameter denoting
the time step in which job j is available at the earliest. An important parameter is the
processing time for each job, which is denoted pj . The model requires that pj ≥ 1, ∀j ∈ J
i.e., each job takes at least one discrete time step to process. There is also a due date,
12
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dj , for each job which denotes the time step at which the component should be completed
and sent to another workshop in the factory. The due dates are not to be considered as
deadlines, i.e. as hard constraints, but will be used to define penalties in the objective
function. For the components on which several jobs are to be performed (defining the set
Q) it might be the case that other jobs (possibly somewhere else in the factory) need to
be done in-between the jobs that are performed in the multitask cell. A parameter which
represents the processing time for the other jobs are introduced as follows: for each pair of
jobs, (j,q) ∈ Q, the interoperation time vjq is the number of time steps that the component
will be unavailable after job j has been performed, i.e. job q can start at the earliest vjq
time steps after job j is finished. The parameters are collected in Table 3.1.
Notation Definition
λjk

1, if job j can be processed on resource k,
0, otherwise, j ∈ J , k ∈ K

ak

≥ 0, the time step when resource k is available, k ∈ K

dj

≥ 0, the due date of job j, j ∈ J

rj

≥ 0, the release date of job j, i.e the first time the job will be available, j ∈ J

pj

≥ 0, the processing time of job j, j ∈ J

vjq

≥ 0, the interoperation time between jobs j and q, (j,q) ∈ Q
Table 3.1: Definition of the model parameters.

3.2.2

The objective function

Defining the objective function of a scheduling problem like this is no trivial task. The
usual candidate is to minimize the makespan, which is the total processing time required,
from the start of the first to the completion of the last job. This is not a suitable objective
in this case since not every job is available at the beginning of the planning period. If
one job would have a much later release date than the others—thus being forced to be
scheduled very late—then the algorithm would not provide good schedules for the jobs
with early release dates, since the objective function would be constant relative to their
placement in the schedule. Another candidate is minimizing the total tardiness, i.e., the
sum of completion times minus the due dates for all the jobs. Not all jobs are delayed
in our case; the objective function will be constant for jobs which are on time, and they
would thus be arbitrarily scheduled.
Another aspect to keep in mind is that early jobs are not preferred as there are possibilities that this will cause choking of the system. In an ideal setting, all jobs would be
completed just on time on their respective due dates. A way of modelling this is to add
earliness to the objective function, i.e., calculating the absolute value of completion date
minus due date for each component and minimize sum of these values.
13
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In a real world setting disturbances will occur occasionally. Machines break, materials
are defective, and personnel get sick. Therefore, formulating the objective function with a
just-in-time objective is not robust. There should be margins for unforeseen events in the
schedules; hence, the chosen objective is a compromise between tardiness and makespan.
In [1] the auxiliary variables sj and hj are introduced, representing the completion time
and tardiness, respectively, of job j. These variables are defined by constraints in the model
and the objective function is expressed in terms of them, as to
X
minimize
(aj sj + bj hj )
(3.1)
j∈J

where aj and bj are positive weights on the completion times and the tardiness, respectively.

3.2.3

The complete model of the machining problem with nail
variables

The following is the complete model with nail variables as presented in [2].
X

minimize

(aj sj + bj hj ),

(3.2a)

j∈J

subject to

XX

j ∈ J,

(3.2b)

xjku ≤ λjk ,

j ∈ J , k ∈ K,

(3.2c)

xjkν ≤ 1,

k ∈ K, u ∈ T ,

(3.2d)

≥ 0,

u ∈ {0,...,T − vjq },(j,q) ∈ Q,

(3.2e)

xjku = 0,

u ∈ {T − vjq ,...,T },(j,q) ∈ Q, k ∈ K,

(3.2f)

j ∈ J,

(3.2g)

j ∈ J,
j ∈ J,
u ∈ {0,..., max{rj ,ak }},j ∈ J , k ∈ K,
j ∈ J , k ∈ K, u ∈ T .

(3.2h)
(3.2i)
(3.2j)
(3.2k)

xjku = 1,

k∈K u∈T

X
u∈T

X

u
X

j∈J ν=(u−pj +1)+
u
X X
k∈K

u+vjq

xjkµ −

X

!
xqkν

ν=0

µ=0

XX

uxjku + pj = sj ,

k∈K u∈T

sj − hj
hj
xjku
xjku

≤ dj ,
≥ 0,
= 0,
∈ {0,1},

The constraints (3.2b) ensure that each job is started exactly once. The constraints
(3.2c) introduce the flexibility in the problem, i.e., some jobs are only to be processed on a
subsets of the resources. The constraints (3.2d) ensure that a resource is processing at most
14
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one job at a time. The constraints (3.2e)–(3.2f) ensure that the precedence relations hold.
The constraints (3.2g)–(3.2i) define the auxiliary completion time and tardiness variables.
Finally, the constraints (3.2j) make sure that no job is started on a resource until both the
job and the resource are available; the constraints (3.2k) define the binary requirements on
the decision variables.
Since completion time, sj , and tardiness, hj are calculated linearly from the decision
variables xjku , it is possible to express the objective function (3.2a) is in terms of the
variables xjku directly, as to
XXX
minimize
(aj (u + pj ) + bj (u + pj − dj )+ )xjku ,
(3.3)
j∈J k∈K u∈T

where (d)+ = max{d, 0}.

Figure 3.2: Comparison of computation times for the formulations (3.1) and (3.3) of the
objective function. Problem instances with 15, 20,..., 55 jobs. Production data from GKN
Aerospace is used.

Expressing the objective function as in (3.3) enables the elimination of rows in the
constraint matrix compared to using (3.1). Another advantage of the formulation (3.3) is
that it makes the whole coefficient matrix a 0-1 matrix. This is good for numerical stability
in the linear programming solver and there are simple generic methods for generating cuts
for 0-1 problems that might be used (see, e.g., [6]). Tests on real problem instances show
(see Figure 3.2) an average of 33% shorter computation times when solving the complete
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model using the formulation with expressing the objective function in terms of the decision
variables, xjku (formulation (3.3)), skipping the variables sj and hj all together. Therefore
we will choose to use the formulation (3.3).
To simplify the corresponding polyhedron of the model (3.2), in the remainder of this
thesis the precedence constraints (3.2e)–(3.2f) will be dropped. This will allow an arbitrary
ordering of the jobs that are planned to be performed on the same component, and will thus
possibly allow schedules which are not feasible in a real scenario. The motivation for this
simplification is that the constraints (3.2e)–(3.2f) are included specially for this particular
implementation of the model. It might also be the case that these constraints reduces the
dimension of the corresponding polytope (cf. Definitions 2.2.3 and 2.2.4), making the hunt
for facets more demanding. With these constraints dropped and with the reformulation of
the objective function described above, the model (3.2) takes the following form:
XXX
minimize
(aj (u + pj ) + bj (u + pj − dj )+ )xjku ,
(3.4a)
j∈J k∈K u∈T

subject to

XX

j ∈ J,

(3.4b)

xjku ≤ λjk ,

j ∈ J , k ∈ K,

(3.4c)

xjkν ≤ 1,

k ∈ K, u ∈ T ,

(3.4d)

u ∈ {0,..., max{rj ,ak }},j ∈ J , k ∈ K,
j ∈ J , k ∈ K, u ∈ T .

(3.4e)
(3.4f)

xjku = 1,

k∈K u∈T

X
u∈T

X

u
X

j∈J ν=(u−pj +1)+

xjku = 0,
xjku ∈ {0,1},
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The search for facets
The model (3.4) includes a large number (|T ||J ||K|) of variables. This might result in a
very big branch-and-bound tree and thus very long computation times. It is, as shown in
Chapter 2, thus very important to have a strong formulation of the problem to receive as
short computation times as possible.
Before starting the search for strong valid inequalities we will simplify the model (3.4)
to include only one machine. This is obviously a considerable simplification and it removes
a lot of the structural properties of the problem. By making this simplification we hope to
find structural properties in the less complicated polytope, and then to be able to generalize
the findings to the polytope corresponding to the model with several resources. This is
usually a more fruitful approach than trying to find structures in a polytope with highly
complex features directly.
To model the scheduling problem with a single machine, we simply drop the machine
index (k) from the decision variables. The constraints (3.4c) involving the parameter λjk
will also be dropped since it would not make sense to include jobs in the model that are
not allowed to be processed in the machine. Further, the parameter notion ak is replaced
by a. The model with a single resource is then given by the following:
XX
minimize
(aj (u + pj ) + bj (u + pj − dj )+ )xju ,
(4.1a)
j∈J u∈T

subject to

X

xju = 1,

j ∈ J,

(4.1b)

xjν ≤ 1,

u∈T,

(4.1c)

u ∈ {0,..., max{rj ,a}},j ∈ J ,
j ∈ J,u ∈ T .

(4.1d)
(4.1e)

u∈T

X

u
X

j∈J ν=(u−pj +1)+

xju = 0,
xju ∈ {0,1},
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4.1

Extending to several resources

Being aware of how the simpler model extends to the more complex one is essential if one
wants to take advantage of structural properties found in the simpler one.
Let A(4.1c) be the coefficient matrix corresponding to the constraints (4.1c). Studying
the family of constraints (3.4d) yields that the corresponding coefficient matrix, A(3.4d)
is a block diagonal matrix, of which each block equals the matrix A(4.1c) matrices1 , and
corresponds to one machine (i.e., resource).


A(4.1c)
0
···
0


 0
A(4.1c) · · ·
0 


A(3.4d) =  .
(4.2)
..
.. 
...
.
.
. 
 .
0

0

· · · A(4.1c)

Further, let A(4.1b) be the coefficient matrix of the constraints (4.1b). Then A(4.1b) has
following structure.


A(3.4b) = A(4.1b) A(4.1b) · · · A(4.1b)
(4.3)
If the simplified polytopes (corresponding to the system (4.1b)–(4.1e)) are found to have
some structural properties that should be taken advantage of, then the equivalences (4.2)–
(4.3) are needed for extending the properties to the more complex polytope (corresponding
to the system (3.4b)–(3.4f)). We are now prepared to investigate the structural properties
of the polytope described by the system (4.1b)–(4.1e).

4.2

On the use of small polytopes

As explained in Section 2.2.3 it is, in theory, possible to construct a complete outer description of any polytope by means of enumeration and Fourier-Motzkin elimination. A
complete facial representation would be the strongest formulation of the convex hull of the
integer program since all extreme points of the resulting polytope would be integer. The
number of facets of a polytope is usually very big, and while this formulation would be
the strongest, it might not be possible to solve the corresponding linear program. The
technique of generating all facets of a polytope can still be useful in the search for strong
inequalities. The facets found might be used later in branch-and-cut schemes. The FourierMotzkin elimination is very expensive in terms of computational efforts, but it is possible
to get a full facial representation of very low dimensional polytopes. With the knowledge of
the structure of a low dimensional polytope, one then can try to generalize these structures,
and derive families of facet-inducing inequalities which are also strong for larger polytopes.
1
This depends on how one arranges the components of the vector of the decision variables, but the
columns can always be arranged so that the block construction holds.
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The scheme can be used to solve general integer programs (2.2) and is summarized as
follows:
1. Enumerate all feasible points of a low dimensional problem instance.
2. By means of Fourier-Motzkin elimination, compute the complete facial representation
of the convex hull of these points.
3. Look for families of facets among the ones generated.
4. Prove that the facets are valid inequalities and that they are facets in the general
case.
5. Use these facets as cutting-planes when implementing cutting-plane techniques for
solving bigger problem instances.
For steps 1 and 2 of this scheme a software package called PORTA([7, 14]) was used.
This software performs the enumeration of the valid points as well as the Fourier-Motzkin
elimination. It also contains functions for calculating the dimension of the polytope which
can be useful. Early tests showed that the software was able to produce the full facial
structure of polytopes corresponding to the model (3.4) with at most 30 variables within a
reasonable time frame. An example instances with two resources, two jobs and a planning
horizon of five time steps contains 20 variables. For the model to be useful, it is necessary
that the planning horizon is sufficiently long (if not, each time step will correspond to very
long time intervals and thus not provide schedules of any practical value). Increasing the
number of jobs in the instances requires an increase in the number of time steps as well,
so the number of variables in the model will increase very rapidly.

4.3

A family of strong inequalities

Using the investigation procedure described in Section 4.2 , following family of inequalities
was found to define facets on the small instances (i.e., with 30 or less decision variables)
tested:
min{u+pi −1,T }
X
xiuk +
xjvk ≤ 1,
u ∈ T , i,j ∈ J , i 6= j, k ∈ K.
(4.4)
v=(u−pj +1)+

These inequalities can be interpreted as follows: given that job i starts at time step u on
resource k, then no other job j can start on that resource in the interval from pj + 1 time
steps before u to pi − 1 time steps after u. The inequalities (4.4) will thus prohibit each
resource from processing two different jobs at the same time. In their interpretation, the
inequalities (4.4) are very similar to the constraints (3.4d) and comparisons with these are
discussed in Section 5.1.
For simplicity we will prove that the inequalities (4.4) is valid for the polytope being
the convex hull of the set defined by (4.1b), (4.1c) and (4.1e). Since we are only concerned
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with one resource, the index k on the decision variables xiuk is dropped here. The proof
can easily be extended to the full polytope corresponding to the model (4.1) as well as to
the polytope corresponding to the model with several resources (3.4).
Proposition 4.3.1. Define x = (xiu )i∈J,u∈T and P as the convex hull of the set defined by
(4.1b), (4.1c) and (4.1e), i.e.,


u


X
X
X
xiu = 1, i ∈ J ,
xiν ≤ 1, u ∈ T
(4.5)
P = conv x ∈ B |J ||T |


u∈T

i∈J ν=(u−pi +1)+

Then for all i,j ∈ J such that i 6= j and all u ∈ T
min{u+pi −1,T }

xiu +

X

xjv ≤ 1,

(4.6)

v=max{u−pj +1,0}

is a valid inequality for P .
Proof. Consider a point x ∈ P and indices i,j ∈ J such that i 6= j and a time step u ∈ T .
If job i starts processing at time u, i.e., if xiu = 1 then the processing of job j can start
neither during the pj − 1 time steps immediately before u, nor during the pi − 1 time steps
immediately after u, nor at u, i.e., xjv = 0 for v ∈ T ∩ {u − pj + 1, . . . , u + pi − 1}, which
implies that the inequality (4.6) holds.
If job i does not start processing at time u, i.e., if xiu = 0, then (4.6) holds due to
Pmax{u+pi −1,T }
xjv ≤ 1, j ∈ J . The proposition
the equations (4.1b) which imply that v=min{u−p
j +1,0}
follows.
Proving that the inequalities (4.1b) are facet-inducing is more demanding. We will
continue to assume that the number of resources is one and present a proof for the special
case when the number of jobs is two. For simplicity, we define the planning horizon as
the latest time step in which a job can start (in model the (3.2) it is instead defined as
the time step when the last job should be completed). The following lemma (proved in [4,
Proposition 3]) is required for the proof.
P
Lemma 4.3.2. If T ≥ j∈J pj + maxj∈J {pj }, then
dim(P ) = |J |T,
where the polytope P is defined in Proposition (4.3.1).
Proposition 4.3.3. If the number of jobs is two (i.e., for |J | = 2) and p1 + p2 ≤ T , the
inequalities (4.6) define facets of conv(P ).
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Proof. Since J = {1, 2}, without loss of generality we let i = 1 and j = 2, and define, for
each u ∈ T , the polyhedral set


min{u+p1 −1,T }


X
u
x1u +
x2v = 1 ,
F1,2 = x ∈ P


v=max{u−p2 +1,0}

u
u
Since 0 ∈
/ F1,2
, all linearly independent points in F1,2
are also affinely independent. Since
u
|J | = 2 the dimension of P is 2(|T | − 1) so we will show that F1,2
is a facet by finding 2T
u
linearly independent points in F1,2 .
Since |J | = 2 any point x ∈ P will have two non-zero components, due to the constraints (4.1b). Let x̄uv ∈ P , where u and v denote the starting times of jobs 1 and 2,
respectively, and u,v ∈ T . The indices of the non-zero components of x̄uv are thus (1,u)
uv
and (2,v) respectively. Hence, x̄uv
1u = x̄2v = 1.
For an arbitrary u ∈ {p2 ,...,T − p1 }, let Su1 = {x̄ut | t ∈ {0,...,u − p2 } ∪ {u + p1 ,...,T }}.
u
The points x̄ut ∈ Su1 are then in F1,2
, since if job 1 start at time step u then job 2 cannot
start at time step t ∈ {u − p2 + 1,...,u + p1 − 1}. The points x̄ut ∈ Su1 are easily seen to be
linearly independent. So far we have |Su1 | = u − p2 + T + 1 − (u + p1 − 1) = T − p1 − p2 + 2
u
.
linearly independent points in F1,2
1
1
Now pick v ∈ {u − p2 + 1,...,u + p1 − 1} and let Su2 = {x̄tv | t ∈ {0,...,v 1 − p2 } ∪ {v 1 +
u
and linearly independent. Now we have
p1 ,...,T }}. Then the points x̄ut ∈ Su1 ∪Su2 are in F1,2
u
2(T −p1 −p2 +2) linearly independent points in F1,2 . If p1 = p2 = 1 then we are done. Else,
if p1 +p2 ≥ 2, we can pick v 2 ,...,v n ∈ {u−p1 +1,...,u+p2 −1} such that v l 6= v k for l 6= k and
l
l,k ∈ {1,...,n}. For each v l , l ∈ {2,...,n}, 2 of the points {x̄tv | t ∈ {0,...,v l −p2 ,v l +p1 ,...,T }}
together with the set of points already found, x̄ut ∈ Su1 ∪ Su2 , are linearly independent. We
have u + p2 − 1 − (u − p1 + 1) = p2 + p1 − 2 linearly independent points; thus in total we
have 2(T − p1 − p2 + 2) + 2(p1 + p2 − 2) = 2T + 4 − 4 = 2T .

An example is next provided to illustrate the scheme in picking the points. Let p1 = 2,
p2 = 1, T = 4 and u = 1. The inequality (4.6) is then given by
x11 +

2
X

x2v ≤ 1.

v=1

Arrange the variables in the order x10 , x11 , . . . , x14 , x20 , x21 , . . . , x24 , so that the first five
corresponds to the five time step for job one, and the last five to the time steps for job
two. The collection of points will hence be presented as rows in a matrix. The first set of
points S11 = {x̄1t | t ∈ {0,...,u − p2 } ∪ {u + p1 ,...,T }} = {x̄1t | t ∈ {0,3,4}} are then given by


0 1 0 0 0 1 0 0 0 0


0 1 0 0 0 0 0 0 1 0


0 1 0 0 0 0 0 0 0 1
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We have T − p1 − p2 + 2 = 3 points. Now, pick v 1 ∈ {u − p2 + 1,...,u + p1 − 1} = {1,2}.
1
Let v 1 = 1, then the collection of points S12 = {x̄tv | t ∈ {0,...,v 1 − p2 } ∪ {v 1 + p1 ,...,T }} =
{x̄t1 | t ∈ {0} ∪ {3,4}} is given by


1 0 0 0 0 0 1 0 0 0


0 0 0 1 0 0 1 0 0 0


0 0 0 0 1 0 1 0 0 0
and S11 ∪ S12 are:



0 1 0 0 0 1 0 0 0 0


0 1 0 0 0 0 0 0 1 0




0
1
0
0
0
0
0
0
0
1




1 0 0 0 0 0 1 0 0 0




0 0 0 1 0 0 1 0 0 0
0 0 0 0 1 0 1 0 0 0
For the last set of points, v 2
{x̄t2 | t ∈ {0} ∪ {3,4}}:

1

0

0

2

= 2 so S13 = {x̄tv | t ∈ {0,...,v 2 − p1 } ∪ {v 2 + p2 ,...,T }} =

0 0 0 0 0 0 1 0 0

0 0 1 0 0 0 1 0 0

0 0 0 1 0 0 1 0 0

We are picking rows that are linearly independent so we cannot include all of the rows
in S13 to S11 ∪ S12 since the last row in S13 , x̄42 , can be expressed as a linear combination of
the points x̄31 , x̄41 and x̄32 , e.g. x̄42 = x̄32 − x̄31 + x̄41 . We let Ṡ13 be the top two rows in S13 ,
!
1 0 0 0 0 0 0 1 0 0
0 0 0 1 0 0 0 1 0 0
and our final set of points, S11 ∪ S12 ∪ Ṡ13 are then:

0 1 0 0 0 1 0

0 1 0 0 0 0 0

0 1 0 0 0 0 0


0 0 1 0 0 0 1


0 0 0 1 0 0 1

0 0 0 0 1 0 1


1 0 0 0 0 0 0


0 0 0

0 1 0

0 0 1


0 0 0


0 0 0

0 0 0


1 0 0

0 0 0 1 0 0 0 1 0 0
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1
1
The resulting eight points in F1,2
are affinely independent so dim(F1,2
) = 7 = dim(P )−1.
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5
Implementing the facets
Deriving families of facet defining inequalities is of theoretical interest. Families of facet
defining inequalities will provide a better understanding of the structure of the polytope,
which can help when choosing model formulation as well as what algorithms to use when
solving the problem. In this section we discuss whether the found facet defining inequalities
(4.4) can be used, either directly in the formulation of the model (Section 5.1), or as strong
cutting planes in branch-and-cut algorithms as described in Chapter 2 (Section 5.2).

5.1

On reformulating the constraints

The most straightforward approach to implement a family of facet defining inequalities is
by simply adding them the to the current model. By adding constraints defined by the
facets one receives a stronger formulation which may reduce the computation times for a
branch-and-bound algorithm. The disadvantage is obviously the relaxed problems will take
longer time to solve. Another approach is to replace some of the inequalities in the model
by the new facet defining ones. Hopefully, this leads to an improvement in the formulation
without increasing the size of problem too much. With these ideas in mind we will derive
some properties of the inequalities (4.4) and their relations to the current model (4.1).
In Section 4.3 the similarities in the interpretations of the inequalities (4.6) and the
constraints (4.1c) was discussed. In this section we compare a formulation which replaces
the constraints (4.1c) by the inequalities (4.6). For simplicity, we assume that all parts are
available at the start of the planning period (i.e., disregarding the constraints (4.1d)). Let
P be the polytope corresponding to the model (4.1) with the binary constraints (4.1e) on
the variables xju relaxed to non-negativity constraints and let P 0 be the polytope defined
by the facet defining inequalities (4.6) in place of constraints (4.1c), i.e.,


u


X
X
X
|J||T |
P = xiu ∈ R+
xiu = 1, i ∈ J ,
xiν ≤ 1, u ∈ T


u∈T

i∈J ν=(u−pi +1)+
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and
(
P0 =

|J ||T |

xiu ∈ R+

X

xiu = 1, i ∈ J ,

u∈T
u+pi −1

xiu +

X

)
xjν ≤ 1, i,j ∈ J : i 6= j, u ∈ {pj − 1,...T − pi + 1}

ν=u−pj +1

Further, let S = B |J ||T | ∩ P and S 0 = B |J ||T | ∩ P 0 . In Proposition 5.1.1 we will show that
the formulation with the facets defines the same feasible set as the original model.
Proposition 5.1.1. S = S 0
Proof. We have already shown that the inequalities (4.6) are valid for conv(S), which
implies that S ⊆ S 0 holds. To show that also S 0 ⊆ S holds, assume that there exists a
point x ∈ S 0 which violates one of the inequalities (4.1c). Then there exists an index u ∈ T
such that
u
X
X
xjv > 1,
j∈J v=(u−pj +1)+

P
i.e. at least two jobs are running concurrently. Since xiu ∈ {0,1}, i ∈ J and u∈T xju =
1, j ∈ J we can find two indices
n ∈ J : m 6= n, i.e., two jobs which are running
P m,
m −1
/ S 0 and it follows that S 0 ⊆ S.
concurrently, such that xmu + u+p
v=u−pn +1 xnv > 1. So x ∈
We can then conclude that S = S 0 .
We now know that both formulations P and P 0 can be used to model the scheduling
problem. Even though the inequalities (4.6) are strong, modelling using only these constraints are not necessarily better than using the inequalities (4.1c). The formulation to
use in an integer programming situation is usually chosen as the one whose LP-relaxation
yields the highest lower bound. Consider the polyhedra P and P 0 defined above. If we
can show that either P ⊆ P 0 or P 0 ⊆ P we could simply choose the smaller one of the
polytopes; this one will necessarily yield tighter bounds. It is, however, easy to show that
P0 * P.
Proposition 5.1.2. P 0 * P
Proof. Consider an instance with |J | ≥ 3. Construct a fractional point x0 ∈ P 0 by choosing
time steps u1 , u2 ∈ T and jobs i,j,k ∈ J P
such that
x0lu2 = x0lu1 = 1/2 for all l ∈ {i,j,k}. The
P
u
point x0 is not in P since the inequality j∈J v=(u−pj +1)+ x0jv ≤ 1 is violated for u ∈ {u1 ,
u2 }; therefore P 0 * P . We conclude that the formulation including the inequalities (4.6) is
not necessarily stronger than the original formulation which includes the inequalities (4.1c)
since the original formulation contains inequalities which cut off fractional points that are
contained in P 0 .
Now consider the following instance: |J | = 2, p1 = 4, p2 = 1 and T = 6, and construct
the fractional point x1 ∈ P by letting x111 = 1/2, x114 = 1/2, x122 = 1/2 and x123 = 1/2. The
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point x1 is not in P 0 since x111 +
is violated and hence P * P 0 .

P4

v=1

x12v = 3/2 > 1, so an inequality in the family (4.6)

Proposition 5.1.2 shows that for instances with |J | ≥ 3, neither one of these formulation
dominates the other in the sense that one of them guarantees better bounds than the other.
In practical situations one is not concerned about all possible instances but rather how
tight the bounds are for typical instances. Tests on real data (see Fig. 5.1) shows that the
original formulation P yields better bounds and much shorter CPU times compared to the
formulation P 0 (with all inequalities (4.6) included in the model). Also, for the original
formulation P , there is |T | + |J | rows in the constraint matrix compared to |J | + |J |2 ∗
(|T | − pi − pj + 2) rows for P 0 , leading to significantly longer computation times when
solving the LP-relaxations. We therefore conclude that the original model formulation is
stronger than using the inequalities (4.6) and stick to using the original formulation when
solving the problem.

Figure 5.1: Comparison of CPU times when using either the family of strong inequalities
(4.6) or the constraints (4.1c).

This decision does not necessarily mean that the facets (4.6) are useless for solving real
instances of this scheduling problem. The fractional point x1 constructed in the proof of
Proposition 5.1.2, which is cut off by an inequality from the family (4.6), is the optimal
value of the LP-relaxation of that instance. This observation suggests that these facets can
be used in different solution schemes as strong cutting planes (see Section 5.2).
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5.2

Implementing the cuts in a branch-and-cut algorithm

Designing a branch-and-cut algorithm from scratch stretches far out of the scope of this
project. We will be content with using CPLEX for making choices regarding preprocessing, choosing branching variables and whether to branch or cut at a current subproblem.
Nevertheless, there are options in the CPLEX solver allowing us to make use of our facet
defining inequalities for evaluating their usefulness. We will discuss and test three different
ways of implementing our facets:
1. A simple cut-and-branch approach, i.e., adding cuts before any branching is started.
2. A branch-and-cut approach, making the facets (4.6) available to the CPLEX solver
in a user-cut pool.
3. A branch-and-cut approach, modelling the problem using the inequalities (4.6) as so
called lazy constraints (see CPLEX manual [13]), leaving the constraints (4.1c) out
altogether.

5.2.1

The cut-and-branch approach

The cut-and-branch algorithm is a standard branch and bound algorithm with an additional
preprocessing step which involves adding cuts to the original problem. The preprocessing
step can be described as following:
Algorithm 3 cut-and-branch
1. Initialize the active problem to be an instance of (4.1).
2. Solve the active problem’s LP-relaxation and receive the optimal value zLP .
3. Find a list of possible inequalities in the family (4.6) which cuts off zLP . If the list is
empty, stop.
4. According to some principle, enhance the active problem with cut(s) from the list
generated in step 3 and go to step 2.

When the algorithm is terminated we receive an instance of (4.1) with (possibly) an
additional number of rows (corresponding to constraints from (4.4)) in its constraint matrix.
This problem is then solved by standard branch-and-bound techniques using CPLEX.
Hopefully, the computation times will be lower compared to those resulting from solving
the original problem without any added cuts. For the description of the cut-and-branch
algorithm to be complete we need to choose what principle to use when enhancing the
problem in step 3 of Algorithm 3. In [6] and [8] it is concluded that this choice is of great
27

5.2. IMPLEMENTING THE CUTS IN A BRANCH-AND-CUT ALGORITHM

importance when implementing a cutting plane algorithm. The main reason why a naı̈ve
method could fail is that a lot of cuts—almost parallel to the objective function—may be
added, leading to numerical instabilities in the linear programming solver. For the best
performance, one should strive for adding cuts as diverse as possible. For our test we will
therefore try three different principles when choosing which cuts to add:
1. ’Greedy’ method: add only the first cut found that cuts off the solution xLP , corresponding to zLP .
2. ’All cuts’ method: add all cuts found in the family (4.6) that cut off zLP .
3. ’Orthogonal’ method: add a fixed number of cuts which are as close to orthogonal as
possible from the already added cuts.
We will measure the diversity among the cuts by computing their scalar products. I.e.,
two cuts will be considered diverse if the absolute value of the scalar product of their
corresponding coefficient vectors is less than some  > 0. In the orthogonal method we will
store all cuts added in a list. When deciding which new cuts to add, the scalar products of
each new possible cut with all of the cuts in the list of already added ones will be calculated
and summed up; this sum is then used as a relative value—where lower is better—when
deciding which cuts to add to the problem.

5.2.2

Tests on randomly generated data

We first implement the cuts (4.4) for the model (4.1) with a single resource (i.e., with
|K| = 1) on random data. The instances are randomly generated with the number |J | of
jobs ranging from 15 to 70 with a five step interval. The processing times pj are discrete
uniformly distributed on the set {1,2,3,4,5}
P and the due dates dj are uniformly distributed
on the interval [β1 , β2 ], where βi = αi j∈J pj + maxj∈J {pj }, i = 1,2, and 0.3 ≤ α1 ≤
α2 ≤ 1.3. The reason for these choices are explained in [4]. Note that these choices of
parameter values have nothing to do with the scheduling problem for the multi-task cell
at GKN Aerospace but are made for simulating general scheduling problem instances. For
each value of |J |, three instances are generated and the average results over these instances
are used for comparison. Test of the algorithms were performed on a Linux computer with
an Intel Core 2 DUO CPU @ 1.86 GHz with 2048 KB L2 cache.
The solver CPLEX is rather efficient in generating cuts for general MILP problems. In
these calculations we are only interested in the effectiveness of the strong inequalities (4.6).
Therefore we set the CPLEX parameter eachcutlimit (see CPLEX manual [13]) to 0 for
all problem instances, not allowing CPLEX to add any other cuts, thus also making sure
that the cuts (4.4) are not added by CPLEX in the branch-and-bound procedure. This
approach will be referred to as ”No Cuts”.
In Table 5.1 and Figure 5.2 the results are presented. The ”gap” is calculated as
∗
∗
zlpcuts
−zLP
∗
· 100% where z ∗ denote the optimum value of the MILP (4.1), zLP
is the optimal
∗
∗
z −zLP
∗
value of the LP-relaxation of (4.1), and zlpcut is the optimal value of the LP relaxation of
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(4.1) after the phase of adding cuts has terminated. ”# c” denotes the average number of
cuts added to the problems. ”# B&B nodes” denotes the number of nodes searched in the
branch-and-bound tree and ”mip iter” denotes the cumulative number of simplex iterations
used to solve the (4.1). ”time” means the execution time for the CPLEX solver only, and
does not include the time used for adding the cuts.
The rows ”greedy cuts”, ”all cuts” and ”orthogonal cuts” denote the different methods
of adding cuts, as explained in Section 5.2.1.
|J | cleared gap (%) #c

B&B nodes

# mip iter

time (s)

129.3

1400

0.092

no cuts

20

-

−

greedy cuts

20

39

27.3

9.0

597

0.054

all cuts

20

39

19.3

8.3

497

0.050

orthogonal cuts

20

39

20.3

19.0

583

0.051

no cuts

30

-

−

162

2765

0.36

greedy cuts

30

61

13.7

165

3089

0.33

all cuts

30

61

10.7

117

2415

0.20

orthogonal cuts

30

61

11.0

168

2261

0.20

no cuts

40

-

−

458

9873

2.28

greedy cuts

40

39

43

352

8513

1.30

all cuts

40

39

51

347

8874

0.89

orthogonal cuts

40

39

47

345

9194

1.47

no cuts

50

-

−

704

11325

3.06

greedy cuts

50

12

22

354

12758

2.65

all cuts

50

12

26

336

10376

2.85

orthogonal cuts

50

12

25

340

10951

2.93

no cuts

60

-

−

505

14850

5.02

greedy cuts

60

14

57

436

14036

4.03

all cuts

60

14

56

497

13864

3.96

orthogonal cuts

60

14

51

551

13949

4.11

no cuts

70

-

−

4329

64449

18.84

greedy cuts

70

21

86

4487

90362

33.44

all cuts

70

21

75

6413

71529

23.85

orthogonal cuts

70

21

71

676

26366

13.66

Table 5.1: Averages over three randomly generated problem instances. Cells containing are not applicable for that particular solution scheme.
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Figure 5.2: Average CPU times over three randomly generated problem instances, comparing the different methods of adding cuts.

For up to 60 jobs the three different approaches of adding cuts, described in Algorithm
(3), performs similarly on these random instances, decreasing computation times of the
CPLEX MILP (see [13]) solver with an average of 31% compared to not the problem
instances solved when not adding any cuts. We also notice that the cleared gap is identical
for all methods. This is not surprising since all three methods stops adding cuts only when
no inequality from the family (4.6) cuts off the current LP-optimum. It’s also worth noting
that the cleared gap doesn’t seem to be a performance indicator of the cutting method. As
discussed in Section 3.2, the strength of the time-indexed formulation—with discrete time
steps and nail variables—is that it yields very strong bounds, i.e., the absolute difference
between the objective values of the LP-optimum and the MILP-optimum is small. On
models with this property the value of adding cuts, as described by Algorithm (3), might
not be very large in terms of computational efforts as Table 5.1 and Figure 5.2 shows.
For the instance with 70 jobs, the above conclusion changes and one notice differences in
the results of the different strategies with the orthogonal method significantly outperforming the others. To check whether this result stays consistent, we did a new experimental
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run on 100 randomly generated instances with 70 jobs. The results of this run is presented
in Table 5.2. These results are consistent with the trends revealed for the instances with
|J | cleared gap (%) # c
no cuts

70

-

greedy cuts

70

all cuts
orthogonal cuts

#B&B nodes

# mip iter time (s)

-

1694

32167

11.9

25

75

2938

61735

15.6

70

25

71

1164

27241

10.6

70

25

66

1851

38935

13.1

Table 5.2: Average values over 100 randomly generated problem instances with |J | = 70.
Cells containing - are not applicable for that particular solution scheme.

fewer than 70 jobs and show that the large differences between the methods, as presented
in Table 5.1 on instances with 70 jobs, are not reliable. The number of cuts added is
almost the same for all three methods and remains rather small in these tests. One needs
to add many cuts1 before the numerical instability, as discussed in [6] and [8], becomes
problematic. Obviously, when only a few cuts are added, the strategy of choosing which
to add becomes less relevant and that is why no major difference between the methods are
visible in our results.
The results of these tests show that CPLEX—for instances with less than 70 jobs—
on average solves the MILP problem more efficiently after adding inequalities from the
family (4.6). These results suggest that it may be interesting to investigate the effectiveness of a branch-and-cut approach, using inequalities from (4.6), when solving a real job
shop scheduling problem. Since these tests do not mimic real data instances from GKN
Aerospace we should not make too strong conclusions on the effectiveness of this approach
on the actual scheduling problem at GKN Aerospace quite yet.

5.2.3

Tests on real data instances

Making tests using randomly generated instances can give some clues about how implementations will work on a big range of various instances. But it is rarely the case that the
results of the tests on the randomly generated data translate directly to real instances. We
have tested our method on data from real production instances from two different dates.
The instances are grouped into sets with different number of jobs, ranging from 15 to 70.
First we run the tests on instances with a single resource. For these cases we set the values
of the parameters λik to 1 for j ∈ J and k = 1, as it would not make sense to include
jobs in the scheduling process which would not be allowed to process on that resource. It
should be noted that by doing this we are modifying the instances and they are no longer
identical to the problem instances at GKN Aerospace.
1

The interesting result in [8] was yielded from problem instances for which thousands of cuts were
added.
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For all but three of the instances constructed, no inequality from the family (4.6) cut
of the LP-optimum. For these instances we obviously can not apply the cut-and-branch
approach with inequalities from the family (4.6). The results for the three instances for
which where this approach was applicable is presented in Table 5.3. Among these instances,
|J | cleared gap (%) # c

#B&B nodes

# mip iter time (s)

no cuts

20

-

-

1

1366

0.52

greedy cuts

20

0

33

1

1694

0.31

all cuts

20

0

18

1

1665

0.30

orthogonal cuts

20

0

16

1

1675

0.31

no cuts

25

-

-

170

15372

8.8

greedy cuts

25

100

46

1

3806

1.2

all cuts

25

100

44

1

2935

1.1

orthogonal cuts

25

100

32

1

2896

1.5

no cuts

35

-

-

1

8236

4.7

greedy cuts

35

0

14

1

4690

2.8

all cuts

35

0

19

1

4604

3.4

orthogonal cuts

35

0

14

1

5057

3.1

Table 5.3: Results of using branch-and-cut on the real problem instances with one resource.
Cells containing - are not applicable for that particular solution scheme.

the results for the instance with 25 jobs, (see Table 5.3) are outstanding. For this instance,
inequalities from the family (4.6) clears the whole gap and makes the problem significantly
easier to solve. For the other instances, the problems happened to be rather easy to before
any cuts were added and required no branching to solve, but still, adding the cuts reduced
the computation times.

5.2.4

Extending to several resources

Tests were also run on instances with several resources, i.e., the model (3.4). The parameters λjk are now included (in the flexibility constraints (3.4c)) increasing the complexity of
the problem. For these tests, the method of adding cuts is limited to the All Cuts method
described in Section 5.2.1. Except for this, the testing procedure is analogous to the one
used for one resource.
The results for all the real data instances, when cuts from the family (4.6) was searched
for, is presented in Tables 5.4 and 5.5 and in Figure 5.3.
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# jobs

# B&B Nodes # mip iter

time (s)

30

1

2014

0.78

40

1

4375

3.9

45

617

40537

19.2

50

26870

934938

157.0

55

467

36303

25.9

60

116

30978

39.6

Table 5.4: Results when solving model (3.4) with no cuts added.

# jobs

cleared gap (%) # cuts

# B&B Nodes # mip iter

time (s)

30

0

3

0

2445

1.26

40

0

9

0

5989

4.0

45

0

4

994

83347

27.9

50

0

35

511

40015

24.5

55

0

13

167

25970

21.9

60

0

56

0

10758

26.6

Table 5.5: Results when solving model (3.4) with cuts added with the ”all cuts” method.

The trend seems to be that the computing times decrease when the problem size increases
but for small instances the computing times actually increase when the cuts are added.
The instances that stands out are the ones with 45 and 50 jobs, respectively. Solving the
instance with 45 jobs results in significantly longer computation times with the cuts added
compared to when adding no cuts at all. In principle, this should not happen, since adding
the cuts reduces the size of the feasible set, and we add only four cuts, the effect of which
on the solution of the linear program should be negligible. It is hard to see the reason
why this instance is harder to solve with cuts rather than without. It might simply be the
case of an unlucky choice of branching nodes or some other factor in the branch-and-bound
process that is hard to identify.
In these tests, no tolerance parameters are set for optimal integer solutions, i.e., the
algorithm stops only when an optimal solution has been found and verified. For the instance
with 50 jobs and with no cuts added, the computing times are much longer than for the
other instances. For this instance however, the algorithm found a near–optimal solution in
a reasonable time (compared to the other instances) but it took a very long time to find
the optimal point. For this reason the result presented for this instance should be taken
with a grain of salt as it is solved very much faster with cuts added.
For testing the performance of the cuts in a more realistic setting, we let the CPLEX
parameter EachCutLimit take its default value, letting CPLEX generate its own cuts during
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Figure 5.3: CPU times from the CPLEX solver using the inequalities (4.6) in a cut-andbranch approach on several resources.

the solution course. Cuts will therefore be added at two stages for the duration of the
solution course: First during the preprocessing step described in Algorithm 3, and also
during the branch–and-bound–procedure (then with generic cuts generated by the CPLEX
solver). For these test runs, the value of the maximum planning horizon will be calculated
using the heuristic described in [1]. The other parameter values stay identical with those
used in the previous test. The result is presented in Tables 5.6 and 5.7 and in Figure 5.42 .
# jobs

# B& B Nodes # mip iter

time (s)

30

1

2014

0.81

40

1

6433

4.5

45

501

37117

14.5

50

516

35663

25.3

55

95

23327

28.9

60

23

24945

39.2

Table 5.6: Results of solving model (3.4) with no cuts added before branching, but allowing
CPLEX to generate generic cuts during branch-and-bound.
2

In the tables, results are missing from the tests on instances with 20, 25, and 35 number of jobs.
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# jobs

cleared gap (%) # cuts

# B&B Nodes # mip iter

time (s)

30

0

3

0

2445

1.3

40

0

9

0

5989

3.7

45

0

4

499

34573

15.4

50

0

35

3883

307099

61.2

55

0

13

102

23282

20.4

60

0

56

0

10969

27.7

Table 5.7: Results of solving the model (3.4) with cuts from the family (4.6) added before
branching (with the number of cuts added shown in the column ”# cuts”), and allowing
CPLEX to generate generic cuts during the branch-and-bound procedure.

Figure 5.4: CPU times of the CPLEX solver in a realistic setting using the inequalities
(4.6) in a cut-and-branch approach.

The trend with the cuts being more useful for the solution of bigger instances noticed
in the previous tests shows in these results as well, hinting that the cuts might be useful
in a practical implementation. Still the fact remains that in many cases the cuts do
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not reduce the computation times and sometimes even make them longer. To make it
worthwhile implementing a cutting phase before sending the instances to CPLEX, one
would like to guarantee a reduction of expected computation times, which we are in no
place to do based on the tests reported above. It would be best if we could know a-priori
if—given an instance—a cut-adding process would be worthwhile. Then one could make an
implementation and add cuts only when one knows that they will reduce the computation
times (or at least not make them longer). This investigation is left for future research and
the we leave the cut-and-branch approach for now.

5.3

Branch-and-cut with user cuts and lazy
constraints

As described in Section 2.4 it might be beneficial to add cuts during the branching process
when solving a subproblem in the branch-and-bound procedure. There is a number of
ways to generate cuts which CPLEX uses as an addition to the generic branch-and-bound
procedure. It is also possible to generate families of inequalities and provide these to
CPLEX before starting the solver, making them available for use during the solution process
(in CPLEX these are referred to as user cuts). When solving subproblems at each node,
these inequalities may then be used as cuts if applicable.
To test whether the inequalities (4.6) would be useful with this approach the whole
family (4.6) was generated and provided to CPLEX in a user cut pool. To be able to use this
user cut pool, the parameter PreLinear has to be set to 0, only allowing linear reductions
to be made during the preprocessing phase (see the CPLEX manual[13] for a detailed
description of what implication this might have). All other parameter values are retained
from the previous tests. A bit surprisingly, the computation times were significantly longer
for all of the instances on real data when applying these user cuts compared to leaving
the pool empty (see Fig. 5.5). The reason could be, that the number of inequalities added
to the pool is rather large (in the order of |J |2 |T |), and searching through this pool for
cutting planes at every node in the branch-and-bound tree could require more time than
the computation time gained by adding the cut.
Another variant of implementing the inequalities (4.6) is by adding them to the formulation as so called lazy constraints. In Section 5.1 it was concluded that the family (4.6)
and the constraints (4.1c) define the same set of integer points. It was concluded that the
problems take longer time to solve if one replaces the constraints (4.1c) by the inequalities
(4.6), with one of the reasons being that the number of inequalities in the family (4.6) is
much larger than that of (4.1c). One way of getting around the problem with a formulation
including a big family of inequalities, of which only a few are used, is adding them to the
problem as lazy constraints. To do this we begin with ignoring the group of inequalities
(4.6) the remaining problem. After an optimal solution to this problem has been found the
algorithm checks whether some of the inequalities in the family (4.6) has been violated. If
this is the case, the problem is enhanced by the addition of the violated inequalities and
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Figure 5.5: Computation times with the strong inequalities (4.4) provided to CPLEX as a
user-cut-pool.

solved again. This is repeated until an optimal solution to the current problem which does
not violate any inequalities in the family (4.6). The idea we want to test is removing the
inequalities (4.1c) from the formulation and replacing them by a subset of the the inequalities (4.6), but as lazy constraints. This principle is very much like the pure cutting plane
algorithm (Algorithm 1) using strong inequalities, as presented in Section 2.3.
The implementation of lazy constraints can be done with CPLEX similarly to the
case with a user cut pool. For this case the parameter Reduce has to be set to 0 or 1,
not allowing dual reductions to be performed by the procedure during the preprocessing.
This approach resulted in very long computation times and only small randomly generated
problem instances could be solved. Even on the smallest instance of real data this approach
failed with CPLEX exiting because of running out of memory. The constraints (4.1c)
prohibits the scheduling of two or more components on the same resource at the same
time and are an essential part of the formulation. When using lazy constraints it is of
great importance that the cuts defined as lazy are violated as few times as possible, and
preferably not at all, which does not seem to be the case in our formulation of the problem.
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6
Conclusions and discussion
In this theses a family of strong inequalities for a MILP model of a flexible job shop
scheduling problem is derived. A number of different approaches for implementing these
inequalities in the model are tested, on both randomly generated and real data instances.
The most successful implementation was the cut-and-branch approach which adds a few
cuts from the family to the MILP model before sending it to CPLEX. But only for a few real
data instances did the CPLEX solver profit from this implementation. The MILP model
we are investigating yields very good lower bounds as is. Adding cuts to the model causes
some overlay in the branch-and-bound algorithm as well as increases the computation time
required to solve the corresponding LP-problem. Obviously, it also takes computation time
to generate and sort out which cuts to add during the cut-adding phase. Adding the strong
inequalities (4.6) does not improve the lower bounds of the model enough to make up for
these factors. For this specific problem it seems like these inequalities are not of very good
practical use.
On a more positive note, the reformulation of the objective function as described in
Section 3.2.2 did in almost all cases reduce the computation time used by the solver. The
intermediate variables representing tardiness and completion time (sj and hj , respectively)
as well as the constraints needed to define them (3.2g)–(3.2i) are leftovers from the engineer’s model and—except for pedagogical reasons—there is no reason to retain them in
the time-indexed model. Leaving them out reduces the number of rows in the coefficient
matrix as well as making it a 0-1 matrix, which proved to be beneficial for the solver.
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