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Abstract
This thesis has been conducted at Chalmers University of Technology in collaboration
with Jeppesen Systems AB, a company developing software for scheduling in the airline
industry. In the thesis integrated ways of handling the problem of finding new schedules
for aircraft and crew after a disruption has occurred has been surveyed.
The approach especially investigated is inspired by Benders’ decomposition and consists of a master problem—determining whether a flight should be cancelled, delayed,
or flown with another aircraft type—and two subproblems—representing the aircraft
and crew assignment problem, respectively. The master problem is solved to produce a
flight schedule to which—if possible—aircraft and crew are assigned in their respective
subproblems. Otherwise feedback, in the form of extra constraints found by heuristics
developed in the thesis, is given to the master problem, which is then resolved, sending
a new flight schedule to the aircraft and crew assignment subproblems. The iterations
are continued until a stopping criterion is met or a maximum number of iterations is
reached.
The integrated approach developed is tested on one schedule instance complemented
with seven different made up disruption scenarios. The results are compared with results
from a sequential approach, i.e., in which first a feasible aircraft schedule is set and
thereafter the crew members are assigned to this schedule (which may, however, prove
to be infeasible for the crew), showing a small decrease in the objective value for some
of the test instances. For six out of the seven instances tested the computation times
are, however, longer for the integrated approach.
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TERMINOLOGY

Terminology
Below some concepts commonly addressed in the airline industry as well as in this report
are listed and explained. In cases where the actual words are used for different concepts,
we have chosen to use follow current practice at Jeppesen Systems AB.
Notification time The amount of time in advance that a crew needs to be notified
when the timeplan is changed.
Base An airport. The homebase is the airport to which a crew belongs.
Bid A wish that the crew make about their rosters, for example a desired number of
consecutive days off.
Crew position The position a crew member has, i.e., captain, stewardess, etc.
Curfew A time period during which no landings or take-offs are taken place at an
airport.
Deadhead Crew flying as passengers on a flight.
Desiderata See Bid.
Duty One working day.
Ferrying Flying an aircraft from one destination to another without paying passengers.
Layover A night that a crew spends at an airport other than the homebase.
Pairing A sequence of flights physically viable. Consists typically of duty time and rest
periods for about two to five days.
Recovery window The time span during which the schedule is allowed to be changed.
Roster Schedule for a crew during a longer time period, eg. a few weeks.
Route A sequence of flights for an aircraft.
Sits Rest periods within a duty, (connection time in some references).
Tail An individual aircraft, not just a certain aircraft type.
Tow time An aircraft may not be left at a gate for too long and in case this happens,
it is towed away. This means that it will take longer time to prepare for the next
flight for this aircraft. The extra amount of time this operation consumes is the so
called tow time.

1

1
Introduction
This master thesis project was conducted at the Jeppesen Systems AB office in Gothenburg, where crew and fleet management software is developed. Jeppesen Systems AB’s
products handle planning of feasible and cost effective schedules for crew and aircraft at
different airlines. Also products for recovery of the schedules when a disruption occurres
on the day of operations are developed. Among its customers, airlines such as Lufthansa,
Scandinavian Airlines and Turkish Airline, are found.
The focus of the project has been on the recovery. At the day of operations some flights
may become delayed due to several reasons, such as bad weather conditions, unscheduled
maintenance, or congestion at the airport. The new situation often makes the current
timetable infeasible due to reasons such as (see [1, 2, 3, 4])
• the delayed aircraft is not available on time for the next planned leg,
• the cabin crew or the pilots have not had enough time on the ground before the
next flight,
• the passengers will miss their next flight, or
• an aircraft is not allowed to continue its following flights because of maintenance
regulations.
Consequently, in case of a disruption, a new and feasible schedule needs to be constructed,
preferably to an overall cost that is as low as possible for the airline, but at the same
time keeping the passenger satisfaction at a reasonably high level. There are a number of
ways this can be done. Flights could be postponed or canceled, aircraft could be swapped
between different initial routes, and so on. More or less the same kinds of actions can
be taken for the crew. However, the new timetable must follow safety regulations and
contractual restrictions and the number of possible combination of swaps, cancelations,
etc. is really big.
2
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The size—in terms of numbers of variables and constraints—of the combinatorial
optimization problem resulting from the need of a schedule recovery, combined with the
requirement to produce a feasible recovery plan in almost real-time, enforce a number
of simplifications of the original global problem including aircraft, crew and passengers.
One common strategy is to divide the recovery problem into three subproblems that are
sequentially solved: the aircraft recovery, crew recovery, and passenger recovery problems. In the first step—the aircraft recovery—a feasible timetable for the aircraft is
created. Thereafter, if possible, the crew is assigned to the different flights resulting
from the previous step. In case of infeasibility for the crew, the aircraft recovery subproblem is resolved in order to generate another feasible timetable and then the crew is
reassigned to the new schedule. This is repeated until a feasible solution for the crew is
found. Finally the passengers are rerouted. However, if the passenger rerouting costs are
too high, the process is restarted from the aircaft problem in order to find a, hopefully,
cheaper solution. Naturally, it cannot be guaranteed that the global optimum is found
by using this repetitive approach.

1.1

Purpose, Objective, and Scope

The purpose of the thesis work is to investigate whether and how the crew recovery and
the aircraft recovery can be performed in a more integrated way. One purpose of the
project was to survey and suggest different models and approaches. For this, at least one
of them should be implemented and applied to an airline instance provided by Jeppesen
Systems AB.

1.1.1

Objective

During the process of finding, analysing, and comparing various solution approaches
several questions are to be answered. The questions are constructed to assist in the
evaluation of the model’s usability and to highlight different perspectives:
• Can we expect to find a) a feasible solution? b) an optimal solution?
• Which simplifications are made and which are their drawbacks?
• How does the new approach perform in comparison with using a sequential approach?
• Will the approaches work in practice? Is it meaningful to further develop the
suggested approach?
• Which parts of the algorithms constitute the bottlenecks in terms of time consumption?
The approaches suggested should be constructed in such a way that the constraints and
costs used to define the objective function for each specific airline are handled externally
3
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through a system of black boxes, i.e, not explicitly in the core model. For the models
developed in this project, the rules for the aircraft are defined through a parameter file
and the crew rules through Rave 1 , both provided by Jeppesen.

1.1.2

Scope

The recovery problem is really complex and because of that the models developed in
this project are limited to include the fleet and the crew only, but not the passengers.
The approaches are, however, constructed such that passenger constraints can be added
as well. This is not a too wide simplification as it is always possible to find a feasible
solution in the sense that passengers can always be given an economic compensation for
cancelations and/or delays.
Furthermore, the set of rules used in the implementation phase is a bit simplified in
order to reduce the amount of implementation work conducted. Also, the requirements
on the speed of the execution of the computer code is lower than if the approach should
have gone directly into production. The most important reason for reducing and simplifying the set of rules, as well as lowering the speed requirements is the amount of time
available for this project.

1.2

Outline and Method

In Chapter 2, a deeper background to airline disruptions is given. Most of the possible
recovery actions that the airlines may take are listed as well as the rules and regulations
that must be followed. This is continued with specifications of the costs that are induced
and the typical structures of the original schedules. The last section of the chapter
includes a literature review of the field. Some widely applied optimization methods, not
specific to airline recovery but often used there, are found in Section A.
The methods and approaches presented in the literature review have worked as a
source of inspiration for the ideas presented in Chapter 3. First, a general mathematical
formulation of the integrated crew and aircraft recovery problem is presented. Thereafter, a few different approaches developed in the thesis are introduced. The first two are
based on Benders’ decomposition, whereas the third is a not fully developed approach
which uses a genetic algorithm.
The second Benders’ decomposition approach suggested in Chapter 3 is also the one
we chose to implement. Further details about the implementation and the results of
tests, performed for a couple of disruption scenarios, are found in Chapter 4. Finally, a
discussion of the outcome, the main problems, and future possible improvements follows
in Chapter 5.

1
A program that checks the legality of suggested work schedules, developed by Jeppesen and here
considered as a black box.

4

2
Airline Disruptions
Disruptions in the air traffic occure quite frequently. About 23% of all flight legs operated
by a major U.S. airline were delayed in year 2009 (e.g., [5]). Most of these, in fact 75%
according to [2], are caused by bad weather conditions, but there are other reasons as
well, such as airport congestion or technical problems. In Figure 2.1 the delay statistics
for all the U.S. airports is presented.

Figure 2.1: Delay statistics for the USA from November 2012 until October 2013 (from[6]).

A typical scenario of a minor disruption is that one or two flights to or from a
peripheral airport are delayed, not causing any further effects on the original schedule,
or that one or a few aircraft need extra maintenance. It may also happen that a crew
member is sick on leave, which does not necessarily cause any cancelations or delays,
but it is still a disruption that needs to be taken care of.
More severe disruptions, like a snowstorm, prohibiting departures and arrivals at ma5
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jor American hubs, happen at regular basis. An example was the northeast American
storm in February 2012 (see [7]). Both the airports Baltimore Washington and Washington Reagan were closed due to the storm, and the effects were spread out over the
whole US; see Figure 2.2.

Figure 2.2: Cascading effects of the northeast American snowstorm in February 2012 (from
[7]).

In Section 2.1 actions that the airlines can take for recovery are presented. Thereafter,
in Sections 2.2 and2.3, rules that they must obey, concerning the aircraft and the crew,
respectively, are listed. The strategies applied by different airlines in these situations
vary, however, a lot. Some airlines have one department taking care of aircraft recovery
and another for crew recovery, while at other airlines these are working closely together.
In Section 2.4 the kind of costs that are implied by schedule changes are presented.
In Section 2.5 an overview of typical original schedules is presented. Finally, Section 2.6
presents a literature review of the field.

2.1

Recovery Options

When a disruption has occured, the airline can perform a number of actions in order to
recover the schedule. The actions taken to recover the schedule for the fleet include
• the delay or canceling of certain flights,
• the use of spare aircraft1 ,
• the altering of original assigned aircraft to one from either the same or another
fleet,
• the rescheduling of maintenance events,
• the enforcement of a higher speed on a specific flight,
1

Since aircrafts are expensive the use of spare aircrafts is mostly possible only at the major hubs.
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• in case of an airport closure, the redirection of the plane to another airport, and/or
• the relocation of an aircraft by letting it fly empty, so called ferrying.
At the same time, changes have to be made for the crew and the passengers. For the
the crew rescheduling, one may:
• swap routes or pairings between crew,
• unassign crew members from planned flights,
• delay or cancel planned flights,
• use standby crew, and/or
• deadhead crew back to their homebase or to an airport where they are needed.2
Also the passengers may be rerouted such that
• the transit is made at another airport than originally planned,
• they are rebooked to other flights,
• they are transported with some other means of conveyance, for example by bus or
train, or
• they are stranded at an airport.
Furthermore, there is a possibility of delaying some flights with a few extra minutes
if that would enable the passengers to board the next flight on their itinerary before
departure.
With each of the different actions that can be performed there is an associated cost,
regulating at what level the action is desired. Some costs correspond to real costs but
some are artificial, trying to put numbers on, e.g., goodwill; see Section 2.4.

2.2

Rules and Regulations for the Aircraft

When building a timeplan for the aircraft of an airline, a lot of constraints need to be
considered. First, physical limitations such as
• the airport capacity, represented by the numbers of available gates, and landing
and take-off slots,
• the minimum turnaround time,
• the availability of air space, if taken as limited, and
• the destination of a previous flight leg being the origin of the next one,
2

Preferably with their own airline due to cost issues, but also other airlines may be used.
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need to be taken into account. Moreover, airport regulations, such as
• curfew times, and
• tow times,
have to be followed, or will be heavily penalized in terms of large costs if not.
Also regulations for the safety, including
• aircraft maintenance requirements, and
• requirements on the equipment of a specific aircraft to be allowed to land at a
certain airport or fly a specific route,
are to be complied.
Furthermore, physical constraints regarding the aircraft implied by the crew and the
passengers are
• crew connectivity, i.e., enough connection time must be assigned to the crew to
continue their next flight on time,
• passenger connectivity, i.e., enough connection time must be assigned to the passengers to board the next plane on their itinerary, and
• that only one aircraft may be assigned to a specific leg, even though ferry-in may
be allowed, but at a high cost.

2.3

Regulations and Restrictions for Crew

In many ways, the constraints concerning the crew are similar to the ones for the aircraft.
The timetable must be physically feasible, meaning that
• the destination must be the same as the origin for each crew member,
• the connection time between two consecutive flights must be long enough, and
• the minimum number of crew required must be fulfilled.
There are also restrictions, regulating which flights a crew member is allowed to fly,
based on
• language knowledge, i.e., on certain flights there is a need for, e.g., a japanese
speaking crew,
• visas, governing who is allowed to enter a specific country, and
• experience, i.e., a crew member must have enough training for each specific flight
and aircraft type.

8
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Most of the rules are, however, mixtures between regulations set by authorities, such
as FAA3 , Federal Aviation Administration, and contractual restrictions specific for each
airline. These include agreements concerning
• working hours, flying hours, and sit time,
• vacations,
• day-offs, and
• notification times.
Furthermore, the crew can make wishes, called bids or desiderata, about their personal
roster. These are not compulsory to follow, but are highly recommended to take into
account in order to keep the crew satisfied. Moreover, crew originally scheduled to work
together during the day should stay together insofar as possible.
Some rules are softer than others, meaning that, under certain circumstances, they
may be allowed to be broken, although at a high cost. For example, it may be allowed
to fly for a longer time if the rest period thereafter is prolonged. These kinds of actions
are controlled by costs; see Section 2.4.

2.4

Costs of different Recovery Activities

Depending on the kind of actions taken for the recovery after or during a disruption,
different costs will arise. Some of them are easier to measure, like the fuel usage when
changing aircraft type, but some are harder and have to be approximated.
The costs connected to aircraft changes are
• the tail swap costs—for changing an aircraft to one of the same type—,
• the fleet swap costs—for changing the aircraft type on a flight—,
• the spare aircraft usage costs,
• the costs for advance or postponement of maintenance events,
• the diversion costs—especially concerning the change in fuel consumption, and
• the relocation costs—generated by ferrying of an aircraft.
The costs induced by flight delays are
• passenger inconvenience cost representing the loss of goodwill, the missed connections and compensation costs the airlines need to pay (see[8]),
• the costs for prolongation of duty for the crew, and
3

In the US.
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• possible costs for exceeding the curfew time.
Furthermore, a lot of changes in the original crew rosters will cause dissatisfaction among
the crew, even though there are no explicit costs. Examples are
• a change of the daily pairing with other destinations included,
• a split of the daily working team, so that they do not continue as a group,
• a change of tail, and
• the choice of another lay-over base.
Moreover, the disruption may be so severe that there are no other options than canceling
flights, which will enforce a loss of revenue. There may also be no possibilities other than
deadheading crew back to its homebase, at a high cost.
In some situations, one may temporarily allow soft rules to be broken at a high cost.
One example of a soft rule which is often broken is the maximum monthly duty time,
which may be allowed to be exceeded.

2.5

Structures in the Original Schedule

In order to weigh and balance different recovery strategies, an overview of the appearance
of the original schedule is necessary. Since each thinkable mathematical model includes a
lot of variables and constraints, the structure of the routes and rosters as well as the links
between them are of great importance when considering, e.g., possible simplifications.
According to [9], the structures described below are often present in the original schedule.
In the planning phase, one tries to accomplish that cabin and cockpit crew teams,
respectively, continue to work together during a duty. Nevertheless, this is not guaranteed and different airlines have different policies for this. For example, various service
levels and different aircraft sizes may require different numbers of crew members, which
are then taken from other teams or from standby crew to cover the flights concerned.
However, this case is more common for cabin than cockpit crew.
When it comes to aircraft changes for crew during a duty, the standard is to limit the
number of swaps to at one, even though the average number of swaps lies around one
every third duty. Switches are more common among cabin than cockpit crew, mostly due
to the fact that cabin crew is more cross-qualified: typically, cabin crew has qualifications
for three different aircraft types, while cockpit crew is licensed to fly only different
subtypes of an aircraft type.
From a recovery perspective, it would be advantageous if the structure of the schedules were like clusters, in the sense that they contain small islands, within which the crew
and/or the fleet swap, without links to the surrounding islands. This is, however, almost
never the case in practice and it is not taken into consideration during the planning.
Another specific property, which is subject to the business rules of the airline, is the
time buffers included in the schedule in order to create some kind of robustness. E.g., the
10
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division of the buffer time over a duty into connection times and rest periods for the crew
may vary. Typical is also to assign extra connection time between aircraft changes, which
can swallow delays without causing too much of a cascading effect. Several duties are,
however, much shorter than the maximal time limit and can hence be easiliy prolonged.
Most routes for an aircraft are composed as back and forth tours from/to the same
pair of destination/origin, even though other patterns can be found as well. This is,
however, varying over the world. In North America, there is a so called hub-and-spoke
network, with important destinations, the hubs, and more peripheral ones, the spokes.
This structure does not appear in Europe, even though most routes consist of back and
forth tours.
Since the crew often follows an aircraft, also crew have many back and forth tours.

2.6

Earlier Methods and Approaches

The literature on mathematical modelling of airline recovery, can be divided into two
main directions: the sequential approach, in which the aircraft, crew and passenger
recovery are seen as independent problems and the integrated approach, combining at
least two of these problems. A comprehensive overview of the field up to year 2009 was
made by Clausen et al. in 2010 (see [3]).
In the following, we present the articles and ideas that have inspired us the most and
conveyed the greatest understanding of the complexity of the problem. First, results
concerning sequential approaches are presented.

2.6.1

The Sequential Recovery Approach

The most common way to handle the recovery of a disruption starts with a formulation
of the problem to find a schedule for the fleet in compliance with the authority and airline
specific regulations. With this timeplan set for the fleet, the crew is assigned to the set
of resulting flights—in case that a feasible solution for the crew is found. Otherwise, the
question is sent back to the fleet recovery to generate a new plan, not causing the same
kind of infeasibilities for the crew as the previous one; this new plan is used as input to
a new crew assignment problem. This procedure is repeated until a feasible schedule for
the crew is found. Finally, new itineraries for the passengers are generated. Also at this
stage, the currently proposed schedules for the fleet and the crew may be returned to the
fleet recovery solver, telling it to avoid certain too short connections, if computation time
allows and consequences for the passengers from the current schedule would be too costly.

Aircraft Recovery
Rosenberger et al. ([2]) presented in 2003 a model for aircraft recovery which is a set
partitioning problem extended with some extra constraints concerning airport capacities.
Their problem formulation makea use of the following sets and parameters:

11
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P

the set of aircraft,

F

the set of flights initially assigned to the aircraft in the set P ,

U

the set of allocated arrival slots,4

A

the set of capacity restrictions set by the airline,

maint
R(p,F
)

the set of maintenance feasible routes, i.e., the routes following the
maintenance regulations, for aircraft p ∈ P with flights from the set F ,

Rf

maint that include the flight f ∈ F ,
the set of routes r ∈ R(p,F
)

Ruslot

the set of routes that include a flight using the arrival slot u ∈ U ,

Rarestr

the set of routes affected by the restriction a ∈ A,

H(r,a)

the number of flights in r ∈ Raslot that have an impact on a ∈ A,

cr

maint , and
the cost of making use of route r ∈ R(p,F
)

bf

the cost of canceling flight f ∈ F .

The decision variables are defined as
Xr

=

Kf

=


1 if routing r is used,
0 otherwise,

1 if flightf is canceled,
0 otherwise,

and the mathematical model is to
minimize

X

X

cr Xr +

bf Kf ,

(2.1a)

f ∈F

p∈P r∈Rmaint
(p,F )

X

X

Xr = 1,

p ∈ P,

(2.1b)

Xr + Kf = 1,

f ∈ F,

(2.1c)

Xr ≤ 1,

u ∈ U,

(2.1d)

H(r,a)Xr ≤ a,

a ∈ A,

(2.1e)

Xr ∈ {0,1} ,

maint
r ∈ R(p,F
) , p ∈ P,

(2.1f)

Kf ∈ {0,1}

f ∈ F.

(2.1g)

subject to

maint
r∈R(p,F
)

X
Rf

X
slot
r∈Ru

X
restr
r∈Ra

The minimization is made with respect to the route costs and the cancelation costs. The
constraints (2.1b) imply that each aircraft will be assigned to exactly one route, and
the constraints (2.1c) that every flight is either included in a route or canceled. The
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constraints (2.1d) and (2.1e) reglate that airport and airline specific capacities are not
exceeded, whereas the constraints (2.1f) and (2.1g) ensure the integrality of the variables.
As mentioned in [2] the number of aircraft in the model is in most cases too big for a
reasonable computation time. Therefore, they developed an aircraft selection heuristic,
to decide which aircraft to include in the model. In the heuristic a graph, in which the
aircraft are represented by nodes, is constructed. A directed edge between two nodes
means that the addition of the flights of the end node (i.e., aircraft) to those of the start
node results in more routes. The heuristic then seeks the graph (through a shortest path
search; see for example [10]) for directed cycles, which include the disrupted aircraft.
The aircraft included in the directed cycles are then chosen.
Another approach, used by Liu et al. ([11]), for the aircraft recovery problem is based on
a multi-objective genetic algorithm; see also Section A.3. It starts with an initialization,
in which so called chromosomes are generated. Each gene of a chromosome corresponds
to a flight and has an aircraft assigned to it. The entire chromosome can be decoded
into a schedule for the fleet of aircraft. Thereafter, so called fitness values are assigned
for five different objective functions, from which a Pareto optimal (see [12]) solution can
be identified with help from the so called auxiliary vector performance index (defined
in [11]). The motive is to decide which chromosomes are the best and in what domain
to search, and a minimum acceptance limit for each of the five objectives is defined.
An example is given to highlight the difficulties with deciding which scenario should be
preferred:
Scenario 1 One flight is delayed slightly more than the maximum delay limit, but all
other flights will depart almost on time.
Scenario 2 Half of the flights are delayed just a few minutes below the maximum-delay
limit.
Depending on how the auxiliary vector performance index is set either Scenario 1 or
Scenario 2 is chosen as the best one. The first two of the objectives correspond to hard
constraints defined by, e.g., turn-around times and flight connections, whereas the last
three concern total flight time, flight swaps, and maximum delay time.
After the evaluation step, i.e., the calculation of fitness values, selection using the
roulette wheel method is performed, followed by a cross-over, and thereafter mutation.
Finally an elimination is made.
The computational results published in [11] are good enough to encounter this
method as a potential approach for aircraft recovery.

Crew Recovery
Lettovský et al. ([1]) published in 2000 an approach for solving the crew recovery problem
given the schedule for the fleet. The mathematical formulation is equipment type specific,
i.e., one problem for each aircraft type e, and has the following sets and parameters:
13
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Ke

the set of available crew for aircraft type e,

Pk

the set of rosters legal for crew k ∈ Ke ,

Le

the set of flight segments, i.e., a chain of one or more connecting flights,

βpl

=

for aircraft type e

1 if flight segment l ∈ L is part of roster p ∈ P ,
e
k
0 otherwise,

ml

maximum number5 of crew deadheading on flight segment l ∈ Le ,

cp

the cost of using roster p ∈ Pk ,

fl

the cost of canceling flight segment l ∈ Le ,

dl

the cost of using flight segment l ∈ Le for deadheading, and

qk

the cost of returning crew k ∈ Ke to its homebase,

and the decision variables:
xp

=

κl

=

sl

=

νk

=


1 if roster p ∈ P is used,
k
0 otherwise,

1 if flight segment l ∈ L is canceled,
e
0 otherwise,

number
of deadheads on flight segment l ∈ Le , and

1 if crew k ∈ K is returned to its homebase,
e
0 otherwise.

The mathematical model is as to
minimize
subject to

X X

cp xp +

X

fl κl +

X

k∈Ke p∈Pk

l∈Le

X X

βpl xp + κl − sl =1,

dl sl +

l∈Le

X

qk νk ,

(2.2a)

k∈Ke

l ∈ Le ,

(2.2b)

k ∈ Ke ,

(2.2c)

l ∈ Le ,

(2.2d)

k∈Ke p∈Pk

X

xp + νk =1,

p∈Pk

0 ≤ sl ≤ml ,
xp , κl , νk ∈ {0,1} , sl ∈

N,

p ∈ Pk , l ∈ Le , k ∈ Ke ,
(2.2e)

in which minimization is done over roster choiches, flight segment cancelations and deadheading costs subject to the constraints (2.2b), guaranteeing the coverage of all flight
segments, (2.2c), making sure that each crew is assigned to a roster or deadheaded back
home, (2.2d), setting an upper bound for the number of deadheading crew, and (2.2e),
requiring integrality.
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In [1] the primal-dual subproblem simplex method (Hu and Johnson, [13]) is used
to solve the model (2.2). The method starts from a dual feasible solution to the LPrelaxation of (2.2) and creates an initial subproblem, which equals (2.2) except of a
reduction in the number of rosters (columns), by selecting the columns having the smallest reduced costs. The subproblem is solved in each iteration: the solution obtained is
either dual optimal or can be used to improve the current dual solution.
If the final solution obtained through the primal-dual subproblem simplex method
is not integral, a Branch-and-bound strategy is applied. It starts by branching on the
cancelation variables κl , continues with the deadheading variables sl and ends with
something called follow-ons, meaning that two flight segments are either forbidden or
forced to follow each other.
The computational results presented in [1] are good enough to be applicable for
middle sized disruptions6 but it is a bit to slow when too many flights in the optimization
problem are affected.

2.6.2

The Integrated Recovery Approach

The first publication of an integrated model for airline recovery was made by Lettovský
in 1997 ([14]). Both fleet, crew, and passengers are included in the mathematical formulation, which is composed by the following parameters and variables:
E

set of aircraft types,

S

set of airports,

W

set of time-windows with a limited landing capacity,

G

set of flight legs of a disrupted aircraft,

Ldisr
g

set of delayed alternatives for flight g ∈ G,

Lleg
e

set of flight legs including delayed alternatives that can be flown by
aircraft type e ∈ E,

Tes

set of time points for aircraft type e ∈ E at airport s ∈ S,

O

set of origin-destination pairs for passengers,

Io

set of itineraries for a given origin-destination pair o ∈ O,

Ke

set of crew of aircraft type e ∈ E,

Ae

set of aircraft of aircraft type e ∈ E,

Pk

set of rosters generated for crew k ∈ Ke ,

Ra

set of routings generated for aircraft a ∈ Ae ,

fel

aircraft cost of operating flight leg l ∈ Lleg
e with aircraft type e ∈ E,

cp

additional pay-and-credit crew cost of roster p ∈ Pk ,

6
In [1] defined as a case where the landing capacity of an airport was decreased causing eleven delays
and one cancelation from a set of 1296 fligths and 177 pairings.
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passenger revenue paid minus relative cost of inconvenience to the passenger on the itinerary i ∈ Io caused by a delay and/or aircraft change,

paxo

number of passengers on origin-destination pair o ∈ O,

capel

number of seats available on flight leg l ∈ Lleg
e if flown by aircraft type
e ∈ E,
maximum number7 of arrivals in the limited landing capacity time

mw

window w ∈ W ,
number
of available aircraft of type e ∈ E at airport s ∈ S at time t ∈ Tes ,


nest
αrl

=

βpl

=

σil

=

1, if flight leg l ∈ Lleg is included in aircraft routing r ∈ R ,
a
e
0, otherwise,

1, if flight leg l ∈ Lleg is included in crew roster p ∈ P ,
k
e
0, otherwise,

1, if flight leg l ∈ Lleg is included in passenger itinerary i ∈ I ,
o
e
0, otherwise.

The decision variables are
yi
zel

=

xairc
r

=

xcrew
p

=

κg

=

number of passengers assigned to fly itinerary i ∈ Io ,

1, if flight leg l ∈ Lleg is flown by aircraft type e ∈ E,
e
0, otherwise,

1, if route r ∈ R is assigned to its aircraft a,
a

0, otherwise,

1, if roster p ∈ P is assigned to its crew k,
k
0, otherwise,

1, if the scheduled flight g ∈ G is canceled,
0, otherwise.

The optimization problem is then formulated as to
maximize

ProfitAIR := RevenueAIR −

X



AircCostAIR
+ CrewCostAIR
, (2.3a)
e
e

e∈E

subject to

RevenueAIR −

XX

hi yi =0,

(2.3b)

o∈O i∈Io

AircCostAIR
−
e

X

fel zel =0

l∈Le
7

In [14] the notation maxw was used for mw .
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X X

cp xcrew
=0
p

e ∈ E,

(2.3d)

αrl xairc
− zel =0
r

l ∈ Lleg
e e ∈ E,

(2.3e)

βpl xcrew
− zel =0
p

l ∈ Lleg
e e ∈ E,

(2.3f)

xairc
=1
r

a ∈ Ae , e ∈ E,

(2.3g)

xcrew
=1
p

k ∈ Ke , e ∈ E,

(2.3h)

g ∈ G,

(2.3i)

w ∈ W,

(2.3j)

l ∈ Lleg
e ,

(2.3k)

=paxo

o ∈ O,

(2.3l)

∈ {0,1},

r ∈ Ra , p ∈ Pk ,

k∈Ke p∈Pk

X X
a∈Ae r∈Ra

X X
k∈Ke p∈Pk

X
r∈Ra

X
p∈Pk

X X

zel + κg =1

l∈Lg e∈El

X X

θwl zel ≤mw

l∈Lw e∈El

XX

X

σil yi −

o∈O i∈Io

capel zel ≤0

e∈El

X

xairc
∈
r

yi
i∈Io
{0,1}, xcrew
p

yi ∈

Z+,

zel ≥ 0, κg ≥0,

R+ ,
CrewCostAIR
∈ R+ ,
e
AIR
Revenue
∈ R+ ,
AircCostAIR
∈
e

(2.3m)
i ∈ Io ,
e ∈ E, l ∈

(2.3n)
Lleg
e ,

g ∈ G,
(2.3o)

e ∈ E,

(2.3p)

e ∈ E,

(2.3q)
(2.3r)

where the constraints (2.3b)–(2.3c) define the different cost parameters, the constraints
(2.3e) and (2.3f) ensure that the crew is available if a flight is covered, the constraints
(2.3g)–(2.3h) ensure that each aircraft/crew is assigned to exactly one route/roster, the
constraints (2.3i) make sure that each flight is either flown or canceled, the constraints
(2.3j) account for restricted landing capacities, the constraints (2.3k) consider the number
of available seats for each flight, whereas the constraints (2.3l) ensure that each passenger
reaches its destination.
The basic idea for the solution of the model (2.3), proposed in[14], is to use Benders’
decomposition with the schedule recovery, i.e., deciding which flight legs should be flown
with which aircraft type and which should be canceled, as the master problem. Then
there are three different subproblems: fleet assignment, crew assignment, and passenger
flow. Lettovský proposes as a simplification that the aircraft recovery problem should
be solved to feasibility, but not necessarily optimality.
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The work by Lettovksý was continued by Petersen et al. ([4]) in 2012. Their problem formulation is a bit different from the one proposed by Lettovský in the sense that
instead of considering every single flight, they introduce so called flight strings. Each
string consists of a sequence of flights, including departure times, that should be flown by
one single aircraft. The main idea is then that every single flight is included in a string or
is canceled, while considering market demands. This subproblem is called Schedule Recovery Model (SRM) and is followed by the recovery of the passenger itineraries (IRM),
the passenger reaccomodation (PRM), the aircraft assignment (ARM), and finally the
crew recovery (CRM).
The subproblems are solved sequentially, adding Benders’ cuts (see Section A.1) when
necessary. The solution process is illustrated in Figure 2.3.
Suppose that a Benders’ feasibility or optimality cut is found for the crew assignment
subproblem consisting of a subset of all valid columns, i.e., rosters. It is shown in [4]
that, under certain conditions, some of these kind of cuts are valid for all columns, i.e.,
all feasible rosters, even those still not generated. Without these conditions all the cuts
need to be removed from Benders’ restricted master problem away when new columns
are generated, since these might not be valid any longer.
In the final output, an integer solution is not guaranteed. The integrality is later
obtained by branch-and-bound, and also here branching on follow-ons is used.
This tractable approach has though some drawbacks as it does not allow a group
of individual crew members to be split, and it does not consider crew being able to
operate on different aircraft types. Furthermore, crew composition constraints, such as
a minimum number of experienced crew on each flight, are not considered. The addition of these constraints almost surely destroys the problem structure8 for which the
Benders’ cuts are valid for all columns, but they are necessary for real recovery problems.
Another way to tackle the recovery problem, making the problem size a bit smaller
than the fully integrated model, is to just partially combine the subproblems.
Both Jafari and Zegordi ([15]) and Sinclair et al. ([16]) propose a strategy that integrates the aircraft and the passenger recovery. Both methods presented are heuristic
and apply local search wherein routes are swapped, canceled, or delayed, while taking
passenger connections into account.
In 2002 Klabjan et al. ([17]) presented a partially integrated approach in which crew
scheduling is the base, but some aircraft balance constraints, called plane-count constraints, are included to ensure that at most the minimum number of planes needed for
feasibility are used.
Even though this thesis delas with the recovery from a disruption, methods used for
the original planning can be adjusted and taken as inspiration. Benders’ decomposition
is used even for this somewhat simpler (mostly because retiming, i.e., delays of flights,
is not considered) problem.
8
This is not proven here, but the proof given in [4] relies heavily on their specific formulation and
hence it is unlikely that the conditions would hold with an extended model.
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Figure 2.3: The workflow of the approach proposed by Petersen et al. [4]. The chart is
from [4].
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Mercier et al. ([18]) proposed in 2005 two ways of using Benders’ decomposition for
the integrated aircraft routing and crew scheduling problem—one with crew pairing and
the other with aircraft routing as the master problem. Although there are details in their
problem formulation, like so called short connections, which are not especially relevant
for the recovery phase, these short connections play an important role in their model.
The introduction of short connections in the problem formulation results in a more robust
schedule which, on the other hand, is important for the recovery possibilities.

2.6.3

Common Simplifications in the Literature

A lot of different methods and approaches for recovery are proposed in the literature.
One of their common properties is though that the models are a bit simplified. The level
of simplification varies but is in all cases so high that it is impossible to directly use
any of the approaches in practice. One example already mentioned in the report is that
crew is never considered as cross-qualified, i.e., possesses qualifications to fly different
aircraft types. The same appears to crew composition constraints like having enough
experienced crew on board.
Crew flying various aircraft types is though already present in the input data for the
recovery problems and hence such a simplification cannot be carried out. In the methods
developed in this project, which are presented in Chapter 3, the ideas from the literature
presented above are used and extended to also take, for example, crew qualifications into
consideration.
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3
Models and Approaches
This chapter starts with a general mathematic formulation of the integrated crew and
aircraft recovery problem. Thereafter, two Benders’ decomposition algorithms (see Appendix A.1) are presented, of which the latter is implemented and tested. Details about
that implementation is presented in Chapter 4. In the last section of this chapter,
Chapter 3, some ideas concerning the construction of a genetic algorithm approach are
introduced, but these are not fully developed as it turned out not to be applicable in
practice due to feasibility reasons.

3.1

Mathematical Problem Formulation

The mathematical formulation below of the integrated crew and fleet recovery problem
is based on fleet and time decisions as well as on cancelations for the flights and on sets
of legal aircraft routes and crew rosters.
Sets
F

the set of planned flights1 ,

Tf

the set of possible departure times for flight f ∈ F ,

A

the set of airports,

E

the set of aircraft types,

Ke

the set of individual aircraft of type e ∈ E,

Rk

the set of legal routes for aircraft k ∈ Ke ,

1

Every flight has a departure and arrival time assigned to it, as well as a flight duration. This implies
that if a flight is delayed by, e.g., ten minutes, both the departure and arrival times are ten minutes
delayed.
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B

the set of crew positions,

Sb

the set of crew available for position b ∈ B

Ps

the set of rosters generated for crew s ∈ Sb and that follow all
time regulations, b ∈ B,
a set of consecutive time steps, d ∈ D, forming an interval, and such that

Id

Id1 and Id2 , d1 6= d2 , are disjunct sets,
I

the time window in which schedule changes are allowed, being the union of
the set of time intervals Id , i.e., I =

Arrad

S

d∈D Id ,

the set of pairs (f, t) of flight (f ) and departure time2 (t) such that
t ∈ Tf and flight f ∈ F can arrive at airport a ∈ A during the time interval Id ⊂ I,

Depad

the set of pairs (f, t) of flight (f ) and departure time (t) such that
t ∈ Tf and flight f ∈ F can depart from airport a ∈ A during the time interval Id ⊂ I.

Parameters
the number of arrival slots at airport a ∈ A during the time inter-

αad

val Id ⊂ I,
the number of departure slots at airport a ∈ A during the time inter-

βad

val Id ⊂ I,
the minimum number of crew of position b ∈ B required for

mincrewf be

flight f ∈ F if flown with aircraft type e ∈ E,
the maximum number of crew for flight f ∈ F if flown with

maxcrewf e

aircraft type e ∈ E,
nf tr

=

mf tp

=

wse

=

2




1 if flight f ∈ F departing at time t ∈ Tf is part of route r ∈ Rk ,

k ∈ Ke , e ∈ E,



0 otherwise,



1 if flight f ∈ F departing at time t ∈ Tf is part of roster p ∈ Ps ,
s ∈ Sb , b ∈ B,



0 otherwise,
1 if crew s ∈ S is allowed to fly aircraft type e ∈ E, b ∈ B
b
0 otherwise.

In the pair (f, t), t is an element of the set Tf denoting the departure time of flight f .
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Decision Variables

xf te

=

κf

=

yr

=

zp

=


1 if flight f ∈ F departing at time t ∈ T is flown with fleet e ∈ E,
f
0 otherwise,

1 if flight f ∈ F is canceled,
0 otherwise,

1 if route r ∈ R is flown, k ∈ K , e ∈ E,
e

k

0 otherwise,

1 if roster p ∈ P is used, s ∈ S , b ∈ B,
s
b
0 otherwise.

Costs
cf te

cost of departing flight f at time t ∈ Tf when flown with aircraft type e ∈ E,

Cf

cancelation cost of flight f ∈ F ,

dr

cost of flying route r ∈ Rk , k ∈ Ke , e ∈ E,

Sp

cost of making use of roster p ∈ Ps , s ∈ Sb , b ∈ B.

Problem formulation
minimize

X X X

cf te xf te +

X

Cf κf +

f ∈F

e∈E f ∈F t∈Tf

X X X

dr yr +

e∈E k∈Ke r∈Rk

X X X

Sp zp

b∈B s∈Sb p∈Ps

(3.1a)
subject to

X X

xf te + κf =1,

f ∈ F,

(3.1b)

X

xf te ≤αad ,

a ∈ A, d ∈ D,

(3.1c)

xf te ≤βad ,

a ∈ A, d ∈ D,

(3.1d)

yr =1,

k ∈ Ke , e ∈ E,

(3.1e)

zp =1,

s ∈ Sb , b ∈ B,

(3.1f)

e∈E t∈Tf

X

e∈E (f, t)∈Arrad

X

X

e∈E (f, t)∈Depad

X
r∈Rk

X
p∈Ps

X X

nf tr yr =xf te ,

e ∈ E, t ∈ Tf , f ∈ F,

k∈Ke r∈Rk

(3.1g)
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mincrewf be xf te ≤

X X

wse mf tp zp , e ∈ E, b ∈ B,

s∈Sb p∈Ps

X X X X

t ∈ Tf , f ∈ F,

(3.1h)

mf tp zp ≤maxcrewf e (1 − κf ), e ∈ E, f ∈ F,

(3.1i)

t∈Tf b∈B s∈Sb p∈Ps

mf tp zp ≤

X

xf te ,

p ∈ Ps , s ∈ Sb , b ∈ B,

e∈E

t ∈ Tf , f ∈ F,
xf te , yr , zp κf ∈ {0,1},

(3.1j)

t ∈ Tf , f ∈ F,
r ∈ Rk , k ∈ Ke , e ∈ E,
p ∈ Ps , s ∈ Sb , b ∈ B.
(3.1k)

The minimization is performed with respect to flight, cancelation, route, and roster costs.
The constraints (3.1b) guarantee that each flight initially scheduled is either flown or
canceled. The constraints (3.1c)–(3.1d) represent airport capacities. The constraints
(3.1e) make sure that each aircraft is assigned to a route and the constraints (3.1f)
assure the analogous for each crew. The constraints (3.1g) prohibit all routes that
include a non-flown flight to be used and ensure that exactly one route includes the
flight if it is flown. The constraints (3.1h) guarantee a minimum manning level, whereas
the constraints (3.1i) limit the number of crew operating or deadheading on each flight.
In order to forbid the usage of rosters in which one or more flights are operated by
crew but not scheduled, the constraints (3.1j) are added. Finally, the integrality of the
variables values is guaranteed through the constraints (3.1k).
Options and Regulations not included in the Formulation
The mathematical model (3.1) reflects most of the actions, regulations, and restrictions
that airlines need to consider in their recovery. However, a few things or alternatives
are not included. First of all, the option of diversion of an aircraft is not included in the
model. The two main reasons for this are that (i) the problem size would grow rapidly if
it was considered, and (ii) that such operations are so expensive that the question must
be thoroughly discussed by the airline management before a decision is taken.
Neither is the possibility of forcing a higher speed on a specific flight in order to
compensate for a late departure included in the model. This case would be really hard
to model since the number of options depend on, for example, the weather.
In the model, maintenance events are considered as fixed, in the sense that it is not
possible to swap events between two aircraft. Also, crew composition constraints, such
as requiring enough crew experience, are neglected. The most important reason for doing
so is that these kinds of regulations vary a lot between airlines. Accordingly, it would
be very difficult to define the crew composition in an other way than by saying that all
crew rosters should belong to a set describing the crew composition constraints.
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Moreover, the crew rosters are considered to be independent of specific aircraft operating each flight. This is not fully true in reality, since the connection time required
mostly is shorter if a crew member stays on the same aircraft.

3.2

Two Benders’ Decomposition Approaches

In order to find a—preferably optimal but at least feasible—solution to the problem
(3.1), the decomposition technique proposed by Benders may prove to be useful. The
question is though—how should the master and the subproblem(s) be chosen?
There are a least two thinkable approaches, the first considering the crew or fleet
assignment as the master problem and the second considering the schedule recovery,
introduced by Lettovský ([14]) as the master problem. Both ideas are presented and
discussed below.

3.2.1

Aircraft or Crew Assignment as Master Problem

We start by considering the aircraft assignment as the master problem. There are at
least two possible ways to define this. Either, include the variables yr , xf te and κf , and
thus the constraints (3.1b)–(3.1e) and (3.1g), or include only the variables yr and the
constraints (3.1e) in the master problem.
With the former alternative, the master problem would be of the kind presented by
Rosenberger et al. in [2]. That is, finding a schedule that is feasible from the aircraft
perspective. This strategy is, however, similar to the sequential approach commonly
used today. The difference between what is used today and this approach is that there
is, in the latter case, a criterion for the optimality of the solution and a strategy for the
presentation the information about necessary changes in the aircraft assignment problem
(see Appendix A.1). Trying this approach out will therefore not improve the sequential
approach much.
The latter of the suggestions for choosing the master problem, namely the case in
which each aircraft is assigned to exactly one roster, would, however, initially cause that
several flights are covered by more than one aircraft at a time. Hence, it may take several
iterations in the Benders’ algorithm before a feasible solution is found.
If we, on the other hand, let the crew assignment define the master problem, we could,
in the same manner as for aircraft assignment, include either the variables zp , xf te and
κf or only the variables zp . With the same argument as againts aircraft assingment with
only the variables yr included presented above, the first approach of the crew assignment
as the master problem is the only one reasonable. The problem is though that the number
of crew members is much bigger than the number of aircraft and that the number of
rules to be followed when creating a schedule is huge. As an effect, a lot of columns,
i.e., crew rosters, must be generated—at least if most of the retiming options should be
considered. This generation is not an easy task from the computation time side. There
are, for example, many columns that are very similar, as a consequence of the fact that
a retiming with only ten minutes implies a new column; see Figure 3.1 for an example.
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Figure 3.1: With two consecutive flights (2 and 3) able to being delayed ten minutes, four
different columns are generated. The growth of the number fo coulmns is exponential with
the number of flights allowed to be delayed.

The conclusion drawn from the reasoning above is that neither aircraft nor crew
assignment would work as the master problem. We will therefore try another approach,
as presented next.

3.2.2

Schedule Recovery as Master Problem

With this approach, the master problem is composed by the variables xf te and κf . Let
q1e (x) denote the value of the optimal solution to the aircraft assignment subproblem for
aircraft type e ∈ E and the values x of the flight variables, i.e., for e ∈ E,
q1e (x̄) := min
y

X X

dr yr ,

(3.2a)

k∈Ke r∈Rk

X

subject to

yr = 1,

k ∈ Ke ,

(3.2b)

t ∈ Tf , f ∈ F,

(3.2c)

r ∈ Rk , k ∈ Ke .

(3.2d)

r∈Rk

X X

nf tr yr =x̄f te ,

k∈Ke r∈Rk

yr ∈ {0,1},

Define q1 (x) := e∈E q1e (x). Further, let q2 (x,κ) denote the value of the optimal solution
to the crew assignment subproblem for the values x and κ of the flight and cancelation
variables, respectively, i.e.,
P

q2 (x̄,κ̄) := min
z

subject to

X X X

Sp z p ,

(3.3a)

b∈B s∈Sb p∈Ps

X

zp = 1,

s ∈ Sb , b ∈ B,

p∈Ps

mincrewf be x̄f te ≤

X X
s∈Sb p∈Ps
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f ∈ F, t ∈ Tf ,

(3.3c)

mf tp zp ≤maxcrewf e (1 − κ̄f ), e ∈ E, f ∈ F,

(3.3d)

t∈Tf b∈B s∈Sb p∈Ps

mf tp zp ≤

X

p ∈ Ps , b ∈ B, s ∈ Sb ,

x̄f te ,

e∈E

t ∈ Tf , f ∈ F,
zp ∈ {0,1},

(3.3e)

p ∈ Ps , s ∈ Sb , b ∈ B,
(3.3f)

where the values of the variables x̄f te and κ̄f are fixed in both models. Using the models
(3.2) and (3.3), with the addition of the notations
FaArr

the set of flights that can arrive at airport a ∈ A,

FaDep

the set of flights that can depart from airport a ∈ A,

T

the set of equidistant time points on a discrete grid
in the recovery window3 ,

FτAir

the set of all pairs (f, t) of flight and departure time that
are in the air at time point τ ∈ T , and
the number of aircraft of type e ∈ E that are available,

ηe

the problem (3.1) can be reformulated as the so called master problem to
minimize

X X X
e∈E f ∈F t∈Tf

subject to

X X

X

cf te xf te +

Cf κf + q1 (x) + q2 (x,κ)

(3.4a)

f ∈F

xf te + κf =1

f ∈F

(3.4b)

X

xf te ≤αad

a ∈ A, d ∈ D,

(3.4c)

xf te ≤βad

a ∈ A, d ∈ D,

(3.4d)

e ∈ E, a ∈ A

(3.4e)

e ∈ E, τ ∈ T

(3.4f)

t ∈ Tf , f ∈ F, e ∈ E.

(3.4g)

e∈E t∈Tf

X

e∈E (f, t)∈Arrad

X

X

e∈E (f, t)∈Depad

X
(f, t)∈FaArr

X

X

xf te =

xf te

(f, t)∈FaDep

xf te ≤ηe

(f, t)∈FτAir

xf te , κf ∈ {0,1},

The two sets of constraints (3.4e) and (3.4f) are introduced here, of which (3.4e) represents part of the flow conservation needed, i.e., that the number of incoming flights and
outgoing flights at each airport must be equal. The constraints (3.4f) represent a kind
3

In our implementation there is one point every tenth minute in the recovery window; see Chapter 4.
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of plane count constraints, which make sure that no more than the number of aircraft
available of a certain aircraft type are in the air at the same time. Note that these two
new sets of constraints do not affect the solution space of the original model (3.1), since
these restrictions are included in the constraints (3.1e).
The normal Benders’ decomposition approach is to construct the dual problems of
the LP-relaxation4 of the subproblems (3.2) and (3.3). The value of the function q1e at
x = x̄ will then be smaller than or equal5 to the optimal value of the dual problem (of
the model (3.2)) to
X

maximize

ACass
πek
+

x̄f te πffcover
+
te

f ∈F t∈Tf

k∈Ke

subject to

X X

ACass
πek
+

X X

X X

bound
πekr
,

(3.5a)

k∈Ke r∈Rk

bound
nf tr πffcover
+ πekr
≤ dr ,
te

r ∈ Rk , k ∈ Ke ,

f ∈F t∈Tf
ACass
πek

∈

R,

πffcover
te

∈

(3.5b)

R,

bound
πekr

≤ 0,

t ∈ Tf , f ∈ F,
r ∈ Rk , k ∈ Ke ,
(3.5c)

in which
ACass are the dual variables corresponding to the constraints (3.2b),
πek

are the dual variables corresponding to the constraints (3.2c), and
πffcover
te
bound are the dual variables corresponding to the LP-relaxation of the upper bounds
πekr
on the variables (i.e., yr ≤ 1) resulting from the continuous relaxation of the
constraints (3.2d).

Likewise, the value of q2 at x = x̄, κ = κ̄ will be smaller than or equal to the optimal
objective value of
maximize

X X

CCass
πbs
+

mincrew
mincrewf be x̄f te πebf
+
t

e∈E b∈B f ∈F t∈Tf

b∈B s∈Sb

+

XX X X

X X

canc
maxcrewf e (1 − κ̄f ) πef
+

X X X

bound
πbsp

b∈B s∈Sb p∈Ps

X X X X X X

set
x̄f te πbspf
t,

b∈B s∈Sb p∈Ps f ∈F t∈Tf e∈E

e∈E f ∈F

(3.6a)
subject to

CCass
πbs

+

X X X

mincrew
wse mf tp πebf
t

+

canc
mf tp πef



e∈E f ∈F t∈Tf

+

X X

set
bound
mf tp πbspf
≤ Sp ,
t + πbsp

p ∈ Ps , s ∈ Sb , b ∈ B,

f ∈F t∈Tf
CCass
πbs
∈
4
5

mincrew
canc
set
bound
R, πebf
≥ 0, πef
≤ 0,
t
t ≤ 0, πebf t ≤ 0, πbsp

See, e.g., [10].
See the theorems about weak and strong duality in, e.g., [10, Chapter 6].
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t ∈ Tf , f ∈ F, e ∈ E, p ∈ Ps , s ∈ Sb , b ∈ B,

(3.6c)

in which
CCass are the dual variables corresponding to the constraints (3.3b),
πbs
mincrew are the dual variables corresponding to the constraints (3.3c),
πebf
t
canc are the dual variables corresponding to the constraints (3.3d),
πef
set
πbspf
t are the dual variables corresponding to the constraints (3.3e), and
bound are the dual variables corresponding to the LP-relaxation of the upper bounds
πbsp
on the variables (i.e., zp ≤ 1) resulting from the continuous relaxation of the
constraints (3.3f).

In case one or both of the dual problems would be infeasible, constraints of the types
X

ACass
π̃ek
+

k∈Ke

X X

xf te π̃ffcover
+
te

f ∈F t∈Tf

X X

bound
π̃ekr
≤0

(3.7)

k∈Ke r∈Rk

and
X X

CCass
π̃bs
+

b∈B s∈Sb

+

X X

XX X X

mincrew
mincrewf be xf te π̃ebf
+
t

e∈E b∈B f ∈F t∈Tf
canc
maxcrewf e (1 − κf ) π̃ef
+

e∈E f ∈F

X X X

bound
π̃bsp

b∈B s∈Sb p∈Ps

X X X X X X

set
xf te π̃bspf
t ≤ 0 (3.8)

b∈B s∈Sb p∈Ps f ∈F t∈Tf e∈E

are added to the master problem (3.4). In both cases, the ∼-signs indicate an extreme
ray of the feasible areas (see Appendix A.1).
However, for the practical problem of airline recovery, there is a number of difficulties
using the normal set up of Benders’ decomposition. First of all, we do not expect that
it will be possible to generate all legal rosters for the crew. This implies that not all
the constraints of the model (3.4) can even be generated. Second, even the subproblem
solutions are required to be integer solutions, which means optimality cuts can actually
cut off the optimal integer solution.
Furthermore, in many cases, the information given to the master problem from one
iteration is very poor. The number of iterations needed before even a feasible solution is
found can thus be very large. Last but not least, there are two subproblems instead of
just one making it problematic to add Benders’ optimality constraints. We next present
some ideas overcoming these problems.
Extension of the Master Problem
In the master problem (3.4), two groups of constraints, (3.4e) and (3.4f), are already
added for the flow conservation purpose. There are, however, additional constraints that
can be appended in order to further enforce the flow balance in the routes and rosters
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generated from the resulting master problem schedule and hence reduce the number of
times the master problem is needed to be solved. One way is to, at every time point in
the set Tp and for each airport and aircraft type require that the accumulated number of
arrivals is greater than or equal to the accumulated number of departures. The drawback
is though that the number of extra constraints added is large, i.e., for an instance with
a recovery window of 24 hours, with a time point every ten minutes, five aircraft types,
and near 170 airports we have circa 125,000 additional constraints. The amount of time
required to solve the master problem then increases considerably as it takes more time
to solve the LP-problems in the nodes of the branch-and-bound tree.
Without these constraints, a situation, in which there are more accumulated departures from than arrivals at an airport is likely to appear in the solution to the master
problem, especially in conjunction with a couple of fleet swaps. The reason is that, initially, these constraints are fulfilled by default in the input data, but with a fleet swap
they may be violated. E.g., the case when the flight TIJ–MTY, departing from TIJ,
before the flight MEX–TIJ arrives at that airport (both of fleet 318) are changed into
fleet 320. The total number of arrivals and departures at TIJ would, however, still be
consistent with the model (3.4) for fleet 318 as well as for fleet 320 in this case.
Furthermore, instead of using the actual arrival time as the end time for a flight,
the actual arrival time plus the minimum connection time is used as the end time. This
operation further tightens the flow conservation and plane count constraints.
Cut Finding Heuristics
Suppose that the solution generated by the master problem (3.4) turns out to be infeasible from the aircraft assignment perspective for one or several of the aircraft types (the
aircraft assignment subproblem is divided into one separate problem for each aircraft
type). If only forbidding the current solution for the next master problem iteration, it
is likely that the solution returned equals the previous solution except for one flight, for
which there is ten minutes delay. This, since the delay of a flight by ten minutes is much
cheaper than a fleet swap or a cancelation. However, typically, this neighboring solution
is also infeasible since the delay probably do not affect a connection from the previous
iteration that was too short.
One way to overcome this effect is by first checking, for each flight, whether a delay
of a few minutes would cause too short connection times for the succeeding flights and
whether the connection time for some earlier flights would become long enough; see
Figure 3.2. If no new connections, i.e., earlier flights to connect, are found or if the
difference between the number of lost and new connections is negative, then we also
forbid the short delay of this flight. This approach is extended to include a ban of at
most two delays subject to the constraint that there are no links in the network between
these two flights.
Another case occures when one or several flights happen to be outside of all the
networks (see Section 4.1.3) for aircraft of the type these flights are assigned to. Then a
check is performed to determine whether a delay of the flight in question would help to
get it into at least one network in the next iteration, and if not, how much the succeeding
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Figure 3.2: When flight F is delayed one connection (to flight c) becomes too short, but the
connection time between flight d and F is getting long enough. In this case the amount of
connections does not increase and hence the solution including flight F delayed is forbidden.

flights need to be delayed in order for this. Actions, which would not lead to feasibility,
are then forbidden.
Use of Two Different Sets of Rules for Crew Assignment
The idea behind using two different sets of rules, of which one is the original and the
other—in which the connection time is allowed to be shorter—is to compare the outcome
of the two and survey how much one can benefit from relaxed connection times.
How much the comparison can be used depends on the structure of the set of rules
and whether a legal solution always can be found; see Section 4.1.4.

3.3

A Genetic Algorithm Approach

Alongside traditional methods such as the Benders’ decomposition technique (see Appendix A.1), also approaches inspired by phenomena in the nature can be considered.
In this, so called genetic algorithm approach, each chromosome (see Appendix A.3) has
a length equal to the number of flights and maintenance events included in the recovery
window. These flights are enumerated and every gene of the chromosome (one gene for
each flight and maintenance event) has the following attributes:
aircraft type and tail: an index for the specific tail belonging to this flight.
crew positions: one attribute for each position and number of crew members of that
position needed. It takes a number in the interval [0,C], where C is equal to the
number of crew available for that particular position. The value 0 corresponds to
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an open position if the flight is not canceled. In case of a cancelation, the numbers
assigned to these crew position attributes do not matter.
delay minutes: the number of minutes that the specific flight is delayed, in an interval
from 0 to the maximum allowed delay of that particular flight.
cancelation indicator: 0 or 1, where 1 represents a cancelation.
deadheading crew: a list of deadheading crew on the flight.
The first step of our genetic algorithm is the initialization where the first generation
is created. One way to implement this is to use mutations of the original schedule.
A schedule including propagated delays for aircraft can also be used, if the disruption
scenario is of that kind.
The second step is to assign a proper fitness function, representing how good the
current chromosomes, i.e., the schedules, are. When all fitness values are calculated, the
selection starts, by using either the roulette wheel approach or the tournament select;
see also Appendix A.3.
Thereafter, it is time for the cross-over, being either a one or two-point cross. To
create further changes in the population a mutation step is performed. Either the aircraft, the crew, the delay time, or the cancelation variable for one or several flights is
mutated. Last, the chromosome possessing the best fitness value found so far is saved,
i.e., elitism.
Even though this approach may seem simple to implement and apply we have encountered a number of problems that makes it impossible to use in practice. First of all;
how should the fitness function look like? Should a feasible solution with a lot of delays
and cancelations always be prefered to a nearly feasible solution with almost no delays
on other flights?
It would have been much easier to use the algorithm if all eligible chromosomes were
feasible. This is, however, not the case because of the complexity of the set of rules and
since a mutation of one flight probably causes flow imbalance. Hence, the search would
be close to random, so the guarantee to find a useful solution is essentially non-existing.
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4
Computational Results
The method, with schedule recovery as master problem, described in the previous chapter
was implemented in C++ with the code from Jeppesen’s crew recovery product as a base.
All linear integer problems were solved with Xpress ([19]). The approach was thereafter
tested on an INTEL(R) Xeon(R) CPU 3.07 GHz with 12288 KB cache with data from
the former airline Mexicana.
In the following, some implementation details are presented and after that the results
from our experiments with different disruption scenarios are presented. These results
are then discussed in Chapter 5.

4.1

Implementation Details

Most of the details concerning the implementation are master and/or subproblem specific. The communication between the master problem and the subproblems is built on
constraints being added to the master problem, enforcing another solution to be returned
in the next iteration; see Figure 4.1. The current master problem solution is forbidden
through an addition of the constraint
X X X
e∈E f ∈F t∈Tf

xf te +

X
f ∈F

κf ≤

X X X

x̄f te +

e∈E f ∈F t∈Tf

X

κ̄f − 1,

f ∈F

where x̄f te and κ̄f denote the current values of xf te and κf , respectively.
As it mostly takes more time to solve the master problem than the subproblems, we
take advantage of the fact thatalso non-optimal, feasible integer solutions 1 are produced
by Xpress ([19]) along the solution process. These non-optimal solutions are also sent to
the subproblems just as for the optimal one, keeping track of the best feasible solution
found so far. The costs used in the different objective functions are all taken from current
Jeppesen recovery products. More on this subject in Section 4.1.1.
1

Typically, only one optimal solution is provided by the solver.

33

4.1. Implementation Details

CH. 4. COMPUTATIONAL RESULTS

Master problem

Aircraft assignment

Add aircraft
feedback

No

Crew assignment

Feasible?

Feasible?

Yes

No

Add crew
feedback

Yes

Aircraft and crew
assignment feasible?

Save if better
solution found

Forbid current
solution

No

Stopping criteria met?
Yes
Output best
solution found

Figure 4.1: The workflow of the master and subproblems approach developed in this
thesis. The check for maximum number of times the master problem is allowed to be solved
is omitted for simplicity reasons.

For all LP and IP problems that have to be solved during the recovery procedure
Xpress is used. The set ups of these problems are presented in Sections 4.1.2–4.1.4. This
is followed by a presentation of the stopping criteria in Section 4.1.5.

4.1.1

Costs

Even though the costs used are taken from Jeppesen recovery products, these are not
synchronized between aircraft and crew recovery. This means, that without some sort of
scaling, just the addition of objective values from the master problem, i.e., the objective
P
value from (3.4a) minus the terms e∈E q1e (x) and q2 (x,κ), and from the subproblems
would be missleading. With the original values 150 tail swaps can be made to the same
cost as changing one trip, which is not reasonable. To solve this problem, the objective
value of the crew assignment subproblem is divided by 100.
The following are examples of different costs considered in our modelling
• 97,500 cost units (cu) for canceling a flight with the aircraft type 318,
• 50 cu for a 10 minutes delay of a flight with aircraft type 318,
• 152,100 cu for canceling a flight with the aircraft type 762,
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• 80 cu for a 10 minutes delay of a flight with aircraft type 762,
• 50 cu for an aircraft swap from 320 to 318 or 319,
• 1100 cu for an aircraft swap from 762 to 319,
• 2 cu for swapping a tail,
• 300 cu (divided by 100) for a new trip, and
• 3000 cu (divided by 100) for deadheading with a flight operated by another airline.
The costs used should reflect in which direction oneshould search for the optimal solution.
The actual value of the cost for swapping tail does not matter for the which aircraft
assignment solution that will be found. This is due to the fact that all kind of changes
are analogously penalized and hence it is the number of changes that is minimized.
The costs elaborated with in this project are the ratio between delay and the fleet
swap costs. As there are many possible fleet swaps in the test data, it is important that
a fleet swap is not too cheap . In case two fleet swaps would be cheaper than a delay
of 10 minutes, then then a lot of fleet swap combinations would have to be tried before
the delays were considered. On the other hand, the delay of a flight should not be it too
cheap, since a too long delay makes the passengers unsatisfied. Then it would be better
to swap fleet for a few flights.

4.1.2

Master Problem

The master problem (3.4) is set up trough an interface to the commercial integer linear
programming solver Xpress. All flights and maintenance events are looped through and
each of them is added to the problem if it is either inside the recovery window or the
closest event for a specific aircraft which outside the recovery window. All events that are
not allowed to be modified, i.e., maintenance events and flights outside of the recovery
window, are set as fixed.
The reason for retaining the fixed events in the problem formulation is that they are
needed for the plane count constraints (3.4f) and for the airport flow balance constraints
(3.4e); see the discussion of master problem extensions in Section 3.2.2. It would take a
lot time to adjust the constraints in order to get rid of these variables.

4.1.3

Aircraft Assignment

The part of our code that is developed for the aircraft assignment starts with the generation of a network (see the subsection Network Generation below) for each aircraft
considered for the recovery. Thereafter routes are generated (see the subsection Route
Generation below), which are tested for legality via a hardcoded function, i.e., not
through Rave (see Section 1.1.1. This legality check is though a bit simplified. Except
the connection times, which are already checked in the network generation, this function
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controls that the maintenance events for each of the aircraft are included in all of its
candidate routes.
Rules as curfew times regulations and aircraft or fleet route constraints are neglected,
since these were broken already in the input data.
Feedback to the master problem is then given in case of infeasibility as explained in
Section 3.2.2 with the addition of a prohibition of the current solution of the infeasible
aircraft type.
Network Generation
For each aircraft, a network, like the one in Figure 4.2, is created through a depth first
search among the flights that are set to be flown with the type of this aircraft. The
search starts with the flight that departures closest in time before the recovery window
begins (the leftmost dark flight in Figure 4.2). All flights that departure from the arrival
airport of the start flight are then added to a list of successors. For each of these the same
kind of search as for the start flight is performed and the process ends when it reaches
a flight whose starting time is outside of the recovery window. In case this flight is not
equal to the flight starting nearest in time outside the recovery window (the rightmost
dark flight arriving at airport ARN in Figure 4.2) for the aircraft in question, we have
found a so called dead end.

Figure 4.2: An illustration of a network created for a pilot or an aircraft and from which
rosters and/or routes can be generated.

Since both the previous and the succeeding flights are stored for each node, chains
of flights leading to dead ends can be backtraced and removed.
Route Generation
From a network, similar to the one in Figure 4.2, the routes are generated through a
depth first search. When the start and end nodes of a generated route are the correct
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ones for the specific aircraft associated with the network, the legality of the generated
route is checked. If it is legal, the route is added to the aircraft assignment subproblem
as a candidate solution, otherwise it is discarded.

4.1.4

Crew Assignment

The implementation of the crew assignment subproblem consists mainly of the code
already used in Jeppesen’s crew recovery product. First, networks, each consisting of
a short chain of flights, are created. These are then linked together through a mixture
of heuristics and a depth-first search, creating rosters which are checked for legality via
Rave. Thereafter, the relaxed LP-problem is solved and depending on the resulting
values of the dual variables a refinement of the network is performed. Finally, after
enough column generation iterations, the IP-problem is solved. Since not all possible
rosters are generated, there is no guarantee for the solution found to be optimal.
The crew recovery product is designed to always produce a solution considered as
feasible. For example, instead of returning an infeasible solution due to some flights
being not fully staffed, open trips are created. Furthermore, it may happen that some
flights are not fully staffed already in the input data2 . These two circumstances make it
much harder to test whether the solution found is optimal from the crew’s point of view.
Instead, we solve the crew assignment subproblem a second time for each integer
solution found by the master problem, although with a relaxed set of rules. In the
second run we allow shorter connection times than those originally set. The first idea
was to penalize the use of a too short connection time, but when this approach was
tested, it turned out that—since the crew recovery product only performs a local search
and that there is no guarantee of finding the global optimum—not penalizing was a
better choice.
The information obtained from this relaxation is utilized in two ways: (i) separate
flights a minimum amount of time, and (ii) to forbid neighboring solutions, i.e., solutions
in which only one or two flights have a slightly different departure time than in the current
solution.
The separation of flights is straightforwardly made according to the following: Let
f1 , with departure time t1 , and f2 , with departure time t2 , define a chain of flights with
a too short connection time. The constraint
xf1 ,t1 ,e + xf2 ,t2 ,e ≤ 1

(4.1)

is then added to the master problem (3.4). Hence, if the flights f1 and f2 are included in
a solution, we enforce ten minutes3 longer connection time between them. Similar kinds
of constraints are added for all possible combinations of flight chains—including f1 and
f2 , when these are flown with aircraft type e—where a too short connection time could
appear between them. I.e., if it turns out that the connection time between the flights
2
3

The input data represents the schedule plannes prior to the disruption.
We here assume that the step length is ten minutes.
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f1 and f2 is too short and that these flights start at their original starting time in the
current solution, then the following constraints are added to the master problem:
xf1 ,0,e + xf2 ,0,e

≤ 1,

xf1 ,1,e + xf2 ,0,e + xf2 ,1,e

≤ 1,

xf1 ,2,e + xf2 ,0,e + xf2 ,1,e + xf2 ,2,e

≤ 1,

xf1 ,3,e + xf2 ,0,e + xf2 ,1,e + xf2 ,2,e + xf2 ,3,e ≤ 1.
The decision made to determine whether a short ( i.e., 10 minutes) delay of one of
the flights in the current crew assignment subproblem solution is of no use is based on
the solution found resulting from the relaxed set of rules. If the connection time between
flights is not too short, then the likelihood that the solution would benefit from delaying
the latter of the flights is small; we hence forbid a solution equal to the current master
problem solution except with this flight being ten minutes extra delayed. Analogously as
for aircraft assignment, this approach (i.e., forbidding neighboring solutions) is extended
to include a ban of at most two delays of ten minutes each. The prohibition is, however,
performed subject to that there are no links in the network between the two flights.
Also the objective value from the relaxed set of rules iteration is used in order to
determine whether the current solution (with original set of rules) is acceptable. The
difference between the objective values of the crew assignment subproblem with and
without the connection time relaxation is calculated and divided by the objective value
from the run with the original set of rules. We consider the solution to the crew assignment subproblem as feasible4 if
Corig − Crel
≤ 0.01,
Corig
where 0.01 denotes a threshold value chosen according to a small tolerance of rounding
effects, Corig denotes the objective value with the original set of rules, and Crel denotes
the objective value with the relaxed set of rules.

4.1.5

Stopping Criteria

We next discuss when to stop the iteration. Several approaches and criteria can be
considered. First, there is a time limit, i.e., the solution process (see Figure 4.1) is not
allowed to take too much time, and second the number of iterations can be limited, but
there are other possibilities as well. One stopping criterion is that the optimal solution
to the implemented model is found, but when that moment occur is hard to tell since
we do not have a lower limit on the objective value of the crew assignment subproblems.
Hence it is impossible to tell if another master problem solution would give a smaller crew
assignment subproblem objective value. The criteria used in Benders’ decomposition is
not applicable since we are searching for an integer solution and not even Benders’ cuts
are added. Instead the algorithm is interrupted whenever the ratio between the objective
4

With feasible we here mean acceptable, since some rules may still be broken in the solution produced.
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value of the master problem (3.4), again minus the values of e∈E q1e (x) and q2 (x,κ), of
the best feasible solution found so far, denoted Omp , and the objective value found in
the current iteration, denoted Ocmp , is smaller than or equal to 0.1, i.e.,
P

Omp − Ocmp
≤ 0.1.
Omp

(4.2)

This means that a solution to the model implemented is accepted if its value is only
slightly lower than the optimal value for the current iteration. However, if the maximum
number of iterations, which was set to 100, is reached, but the stopping criterion (4.2) is
not met, the best feasible solution, if such a solution is found, is given as output anyway.
If no feasible solution is found at all that is presented in form of a warning message in
the log file.

4.2

Tests, Results, and Analysis

As mentioned in the introduction to this chapter, all test data are taken from the former
airline Mexicana, and more precisely from June 2–3, 2010. The test cases are created
in order to present different kinds of scenarios and do not originate from actual events.
The results from the integrated approach developed in this thesis are compared with
the outcomes of a sequential method, which consists of solving the master problem
and the aircraft assignment subproblem iteratively without using feedback from the
corresponding crew assignment. The solution found with the sequential approach is
then sent as the schedule to the crew assignment subproblem.
For all the test instances, if not otherwise specified, the following data is used
• a 24 hours recovery window,
• totally 315 original flights and maintenance events in the recovery window,
• 57 aircraft and five aircraft types, of which
– ten are of type 318,
– two are of type 762,
– two are of type 763,
– 20 are of type 320, and,
– 23 are of type 319,
• 2,140 crew members,
• a maximum allowed delay of 30 minutes, and
• ten minutes time steps for the delay of the flights.
For our implemented model this results in
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Delays

Cancelations

New maint.

Crew aff.

Aircraft aff.

Flight 553 delay

1

0

0

no

no

Flight 011 delay

1

0

0

yes

yes

Crew delays

2

0

0

yes

no

One AOG

0

0

1

yes

yes

Four AOGs

0

0

4

yes

yes

Mixed dis.

4

1

1

yes

yes

Illegal seq.

5

0

0

yes

yes

Table 4.1: Input data information. Delays denotes the number of new delays created
for each scenario, Cancelations the number of new cancelations (in input data), and New
maint. number of maintenance events added for the test case. Crew aff. and Aircraft aff.
denote whether the feasibility of the crew and aicraft schedules, respectively, is affected in
the disruption scenario. Scenario denotes the name of the respective scenario.

• 4,175 decision variables and
• 129,560 constraints in the master problem in the first iteration of the algorithm.
Choosing a wider recovery window and smaller time steps would yield a better final
solution, but the problem size would then explode and, with that, the time it takes
to reach a solution would then increase enormously. This is particularly the case when
several iterations (i.e., number of times the master problem needs to be solved; see Figure
4.1) are needed as the branch-and-bound tree tends to grow with more iterations. This
was observed during the development and is probably due to the prohibition of the first
solutions found. Hence, we chose to keep these sizes of the recovery window and the
time steps.
What we also need to note is that the input data set from Mexicana is not clean
in the sense that it contains broken rules and flow inconsistencies. To save some time
in the implementation, the inconsistencies affecting the master problem and the aircraft
assignment problem have been removed, whereas there are still, e.g., open trips (trips
without crew assignments) in the input schedule.
In Tables 4.1–4.3 information about the different scenarios tested is presented. In
Table 4.1 specific input data, such as number of delays and whether the feasibility of the
crew and aircraft schedules is affected for the scenarios, is presented. In Table 4.2 the
objective values of the respective problems are presented, and in Table 4.3 the sum of
the objectives as well as run times and number of iterations are presented.

4.2.1

Small Disruptions

The four disruptions in the tests described in this subsection are all small in the sense
that only one single or a couple of flights are delayed. Depending on the specific flights
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CA

CA

MP

MP

AA

AA

seq. (cu)

int. (cu)

seq. (cu)

int. (cu)

seq. (cu)

int. (cu)

(/100)

(/100)

Flight 553 delay

0

0

0

0

664

664

Flight 011 delay

60

60

0

0

663

663

Crew delays

0

160

0

0

1,055

664

291,200

291,200

14

14

6,196

6,196

Four AOGs

100

100

28

28

664

664

Mixed dis.

117,140

117,380

8

8

3,532

3,287

Illegal seq.

90

250

6

6

infeasible

964

Scenario

One AOG

Table 4.2: Objective values for the different problems solved. MP stands for master
problem, AA for aircraft assignment, and CA stands for crew assignment. seq. denotes the
objective value when the sequential approach is used and int. the objective value when the
integrated approach is used. Scenario denotes the name of the respective scenario.

Scenario

Seq.

Int.

Seq.

Int.

Seq. (cu)

Int. (cu)

run time (s)

run time (s)

iter.

iter.

Flight 553 delay

664

664

21

46

1

1

Flight 011 delay

723

723

601

160

10

2

1,055

824

27

186

1

3

297,410

297,410

22

52

1

1

Four AOGs

792

792

158

866

7

7

Mixed dis.

120,680

120,675

37

1,137

4

8

Illegal seq.

infeasible

1,220

29

534

2

4

Crew delays
One AOG

Table 4.3: Total objective values, run times, and number of iterations. Seq. (cu) and Int.
(cu) denote the total objective values, i.e, the sum of the master, aircraft assignment and
crew assignment subproblem objective values, for the sequential and integrated approaches,
respectively. run time (s) denotes the run time of the implemented program. The number
of iterations found at Seq. iter. and Int. iter. respectively, equals the number of times the
master problem is solved. Note that the aircraft and crew assignment subproblems are solved
several times per iteration since all the integer (i.e., feasible) solutions found by Xpress on
its way to optimum are used as input to the subproblems. Scenario denotes the name of
the respective scenario.
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that are disrupted, the outcomes differ, however, a lot. In this section the four test
scenarios are presented.
Test Scenarios
Flight 553 delay : One single flight, namely flight 553, is delayed ten minutes, and
neither the feasiblity of the aircraft nor the crew schedule is affected, since the
buffer time absorbs the delay.
Flight 011 : Flight 011 is ten minutes delayed and the feasibility of both the aircraft
and the crew schedules is affected.
Crew Delays: The flights 965 and 831 are 90 and 20 minutes delayed, respectively. The
aircraft schedule is still feasible in this scenario, while some rosters are infeasible.
One AOG: One aircraft is forced to stay on the ground for 22 hours in this scenario.
Naturally, both the aircraft and the crew schedules are affected.
Test Results
A Single Delay such that the Buffer Time Absorbs the Delay
As expected, the sequential and integrated approaches perform equally well for a disruption scenario with a single delay of, for example, flight 553, where the buffer time
(see Section 2.5) absorbs the small delay of, in this case, ten minutes. The solution is,
however, found faster with the sequential approach; see test scenario Flight 553 delay in
Table 4.1 for further information about the test settings.
Single Delay which Affects Aircraft and Crew Schedules
The scenario in which flight 011 from Mexico City to Monterrey is 20 minutes delayed
affects both the aircraft and the crew schedules, since the crew as well as the aircraft do
not have enough connection time before flight 130 (i.e., the buffer time does not absorb
this delay); see Figure 4.3.
In this case, the sequential and the integrated approaches find the same solution,
namely delaying flight 130 ten minutes. We note, however, that it actually takes less
time in this case with the integrated method, which takes 601 seconds versus 160 seconds
for the sequential approach (see test instance Flight 011 delay in Table 4.3), since the
heuristic enforcing flights 011 and 130 to separate (see Section 4.1.4) plays a crucial role
for the structure of the solution.

Figure 4.3: When flight 011 is delayed the connection times for the aircraft (left) and the
crew (right) become too short (screenshot from [20]).

42

4.2. Tests, Results, and Analysis

CH. 4. COMPUTATIONAL RESULTS

Two Delays Affecting the Crew Schedule Only
A scenario where the sequential approach performs worse than the integrated one consists
of two flights, flight 965 from Sacramento, USA, to Guadalaraja, Mexico, and flight 831
from San Antonio, USA, to Mexico City, Mexico, beeing 90 and 20 minutes delayed,
respectively. These two delays do not make the aircraft schedule infeasible, but some
crew members will miss their next flight by ten minutes unless the flights succeeding,
respectively, the flights of 965 and 831 are being delayed; see Figure 4.4.

Figure 4.4: In each grey or white field, the upper roster line represents the schedule change
after the disruption, but before the recovery, and the lower line represents the original roster.
There is one field for each crew member. To the left the changes for flight 965 and to the
right the changes for flight 831 are shown (screenshot from [20]).

With the sequential approach this infeasibility is not detected and the crew affected
by the delays will have to be deadheaded with another airline than Mexicana; see Figures
4.5 and 4.6. Using the sequential method, it is first concluded that the aircraft schedule
is feasible, which causes no changes; then the crew has to adapt, resulting in expensive
deadheadings. Our integrated approach, however, detects in the first iteration that
if the connection times between flights 831 and 012 and between flights 965 and 553,
respectively, are increased by ten minutes, a better solution is found. Accordingly, the
following combinations are forbidden in the next master problem:
• flights 831 and 012, both starting at their original departure times5 , and all combinations of them being delayed ten, 20, and 30 minutes, respectively,
• flights 965 and 553, both starting at their original departure times, and all combinations of them being delayed ten, 20, and 30 minutes, respectively,
In the solution returned from the master problem in the second iteration flight 012 as
well as flight 553 are ten minutes delayed. The objective value of the sequential approach
is then nearly 30% better; see test instance Crew delay in Table 4.3.
One Aircraft on the Ground
In this scenario (One AOG) an aircraft of type 320 is forced to stay on the ground for
5

In this case original means the departure times of the flights according to the instance data.

43

4.2. Tests, Results, and Analysis

CH. 4. COMPUTATIONAL RESULTS

Figure 4.5: The left (right) figure shows the rosters resulting from the sequential (integrated) approach. Note the (pink) flight 7471 to the left, in which crew is deadheading with
another airline (screenshot from [20]).

Figure 4.6: The left (right) figure shows the rosters resulting from the sequential (integrated) approach. Note the (pink) flight 016 to the left, in which crew is deadheading with
another airline (screenshot from [20]).

22 hours due to, e.g., some technical problems. In Figure 4.7 this is illustrated by a
maintenance event, which is overlapping the flights previously assigned to this aircraft.
To solve the situation that arised the master problem (3.4) suggests to cancel two
flights, but none of the flights overlapped by the maintenance event. Seven tail swaps
need to be done in order to avoid canceling all the overlapped flights. The sequential
and integrated approaches perform equally good.
It is obvious that a scenario in which an aircraft is forced to stay on the ground during
the whole recovery window—and for which the arrival airport A of its last flight before
the recovery window starts is not the same as the departure airport B of its first flight
after the recovery window—has no feasible solution. The time window is then too short
in order to recover from this kind of disruption, since the flow balance is not fulfilled.
The aircraft can thus not be kept assigned to the flight at airport B while attending the
forced maintenance event.
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Figure 4.7: An aircraft is forced to stay on the ground for 22 hours. This is illustrated by
the long marked maintenance event (screenshot from [20]).

4.2.2

Larger Disruptions

The disruptions studied in this section are a bit larger than those in Section 4.2.1 and
constitute an example for which no solution is found (not present in Tables 4.1–4.3) and
three scenarios presented below.
Test Scenarios
Four AOGs: Four maintenance events are prolonged in this scenario by five hours
each. The feasibility of the aircraft as well as the crew schedule is affected.
Mixed dis.: This scenario includes four delays, one extra maintenance event, and one
canceled flight. Naturally, both the aircraft and the crew schedules are affected.
Illegal seq.: Five flights are delayed in this scenario and for three of them the connection
time to the next flight is too short. The feasibility of the aircraft and the crew
schedules is affected.
Test Results
Four Prolonged Maintenance Events but No Solution Found
One example of a scenario for which it does not matter whether the sequential or the
integrated approach is used is when four maintenance events are prolonged with five
hours each. Then the recovery window is too short to reach the first flight outside of
the recovery window for one of the aircraft with a prolonged maintenance event. For
this case, there exists no feasible solution to the master problem even in the first iteration.
Four Prolonged Maintenance Events
A scenario very similar to the scenario described in Four Prolonged Maintenance Events
but No Solution Found in this section also consists of four maintenance events that are
prolonged by five hours each. In this case it is, however, possible to find a feasible solution in which only two fleet swaps are forced by the master problem and twelve tail
swaps are made. The choiches of these tail and fleet swaps are illustrated in Figure 4.8
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and test data for this test scenario, Four AOGs, is presented in Tables 4.1–4.3. In Table
4.3, together with Table 4.2, we see that the sequential and integrated approaches return
equivalent objective values, but that the run time of the integrated approach is a bit
longer.

Figure 4.8: The result for the scenario Four AOGs. In the vertical fields (in white and
grey) the new routes are found and the arrows show the changes from the original routes
(screenshot from [20]).

Four Delays, One Extra Maintenance Event, and One Canceled Flight
In a scenario with a disruption including four delays, one extra maintenance event,
and one canceled flight the value of the total objective (i.e., the sum of the master
problem objective value, the aircraft assignment objective value, and the crew assignment
objective value) from the integrated approach is slightly lower than that of the total
objective from the integrated approach. Even though the value of the objective from
the solution to the master problem is higher using the integrated approach (which is
117,380 cu versus 117,140 cu for the sequential approach) the improvement on the crew
side compensates so that the total objective value becomes lower; see the scenario Mixed
dis. in Tables 4.2–4.3.
For both approaches one additional flight is canceled and there are two fleet swaps.
The difference in the master problem concerns the delays. With the sequential approach
only one delay of ten minutes (flight 360) is needed whereas there are five different flights
delayed by ten minutes each resulting from the integrated approach. The solution found
using the sequential approach is forbidden already in iteration one of the integrated approach as it turns out that it is possible to benefit from using shorter connection times
than those originally assumed.
Five Delays
Five flights are delayed in this scenario, denoted Illegal seq., and for three of them the
connection time to the next flight is too short. When running the sequential approach
a cheaper solution from the aircraft side is reached but when crew is assigned to this
schedule it turns out that three rosters are illegal with respect to crew requirements.
Hence, we could consider the resulting solution as infeasible. For this sequential case,
the crew recovery solver found no alternative way to impose legality and hence the
original roster was kept; see Figure 4.9.
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Figure 4.9: The rosters to the left, resulting from the sequential approach, are infeasible
as the connection time between flight 100 and flight 012 is ten minutes too short. With the
integrated approach flight 012 is delayed by ten minutes and the resulting rosters (to the
right) are legal (screenshot from [20]).

If the same scenario is solved using the integrated approach, the too short connection
time between the flights 100 and 012 is detected in the first iteration. New constraints of
the type (4.1) are thus added to the master problem further separating the two flights,
which eventually leads to the detection of a feasible solution for both the crew and the
aircraft.

4.2.3

Summary of the Test Results

For all scenarios tested except one we observed that the sequential approach has a
shorter computation time. For four out of the seven test scenarios the values of the total
objectives are equal for the sequential and integrated approaches. For one scenario the
value of the total objective is slightly lower for the integrated approach compared to
the sequential approach, and for another scenario the decrease in the value of the total
objective function is 30%, going from the sequential to the integrated approach. For one
scenario the sequential approach does not manage to find a feasible solution at all.
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5
Discussion and Conclusions
The integrated method that has been developed and implemented during this master
thesis project is not yet ready to go into production. Besides that the set of rules—for
both the crew and aircraft scheduling—used was greatly simplified, the time spent on
computing a feasible and good solution is longer than what is acceptable. This is both
due to the properties of the model itself and the implementation.
This chapter starts with a presentation, in Section 5.1, of the main problems that were
encountered; it is followed by a list of suggestions for further improvements in Section
5.2. In Section 5.3 we present the conclusions drawn after the tests were completed.

5.1

Main Complications

According to the tests performed it takes too long time to compute an acceptable solution. The main time consumer is the solution of the master problem. The primary
reason for this is the large number of constraints (being approximately 30 times the
number of variables), which prolongs the time to solve the node subproblems in the
branch-and-bound tree created by Xpress. The practical effect of this is that it takes
too long time to reach a state in which optimality cuts actually can be added.
Some of the constraints could be removed, but the effect would be that the number
of iterations increases; see Extension of the Master Problem in Section 3.2.2. Hence, we
do not consider this as a reasonable measure.
In some situations it may require a lot of computing time to find a feasible aircraft
solution, since the number of possible fleet swap combinations is so large. The reason why
the number of fleet swap combinations plays a crucial role is that none of the heuristics
implemented in this thesis handle prohibtion of these. Hence, a final solution with, e.g.,
two fleet swaps and one delay takes a long time to reach since there is a huge number
of feasible solutions to the master problem possessing two fleet swaps. This is of course
problematic and one way to simplify it is to use some kind of heuristic to find an initial
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feasible solution or to use a different cost set up depending on the scenario studied.
The greatest challenge is though how to send the feedback from the crew assignment
subproblem to the master problem. The mechanism surveyed in this project, using two
different sets of rules, can in some cases provide useful feedback, but better solutions
may be forbidden on the way. The likelihood of doing so is especially high if an integer
solution to the master problem, for which a lot more cancelations appear than in the
final solution, is found. In order to use an integrated approach—consisting of this kind
of master and subproblems—in practice one needs to find more feedback mechanisms.
Also, measuring the feasibility of the crew solution is a difficult task, an area where
we have some problems. Only comparing the results for scenarios with and without
relaxed connection times is not enough for judging whether a crew solution should be
considered as acceptable. Since the optimization in the crew recovery solver is not global,
the delay of some flights may be useful even though the objective value resulting from
the solution of the crew assignment with respect to a relaxed set of rules is higher than
or equal to the objective value resulting from the solution with respect to the original set
of rules. There are also other parameters reflecting the feasibility of the crew assignment
solution such as, e.g., long enough rest periods.

5.2

Future Improvements

To improve the performance of the approach developed and implemented during this
master thesis project, we have a number of suggestions. The first idea is to enable
Xpress, or some other solver, to compute all optimal solutions in every iteration of the
algorithm. This would save a lot of iterations and it would not consume too much extra time for the solution of the master problem. The reason is that Xpress only has to
check for integrality at nodes in the branch-and-bound tree possessing the same objective
value as the best integer solution found so far, and that the number of nodes is limited.
Furthermore, it would be interesting to test a few different branching strategies in the
branch-and-bound algorithm implemented in Xpress. For example, branching on followons as mentioned in the literature (see Section 2.6) or by branching on decisions about
aircraft types. It could also be possible to force Xpress to branch on the variables corresponding to too short connection times. Then, integer solutions with the corresponding
flights enough apart could possibly appear earlier in the solution course as non-optimal
solutions produced by Xpress. Another improvement would be to let Xpress warm-start,
i.e., use the information gained in previous iterations, after constraints are added.
The costs used largely determine the structure of the optimal solution and the number
of iterations needed. Therefore, it would be meaningful to further tune the costs and
experiment with some different settings. Here, it would be especially interesting to
compare different ratios between values used in the crew assignment subproblem and
the costs used in the master problem, but also to let the costs depend on the location in
the recovery window for the flights.
As the length of the time steps extensively affects the computing time required to find
a solution, we do not want to set a too fine step from the beginning. If the steps of delays
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of are ten minutes long, it may nevertheless happen that a delay of only five minutes
is enough for feasiblity. A suggestion is therefore to perform a local search around the
final optimal solution and try todecrease the delay of all flights that are already delayed.
With a local search it might also be possible to decrease the connection time required
when the crew continues with the same aircraft.
To increase the speed of computations, it would be useful to parallelize the aircraft
and crew assignment subproblems. It is even possible to parallelize the solution of the
aircraft assignment subproblems with respect to aircraft types (see the model (3.2) in
Section 3.2.2), although that would not contribute much to the computing time as it still
takes longer time to solve the crew assignment subproblem. Time could also be saved if
the two problems with the original and the relaxed set of rules were solved in parallel.
In addition to relaxing the required connection times for the crew assignment, all
rules concerning a minimum required elapsed time could be relaxed. Hopefully that
would increase the chances of finding out which flight to be delayed such that, e.g., a
crew member should get its minimum amount of time for rest. At the same time, it
would be meaningful to save all columns found when using the original set of rules, since
all of these are of course valid also for the relaxed set.
One idea is to create a heuristic based on the broken rules in the input and which
produces feedback from the crew assignment subproblem to the master problem. One
example is an alert due to the rest period of a crew member being too short; then the
corresponding flights should be penalized.
We also believe that it is relevant to survey the possibility to introduce smaller
retiming decisions in both the aircraft and the crew assignment subproblems—mostly in
the latter one. If there is an easy way (i.e., without resolving the subproblem) to test
the feasibility on the aircraft side of a crew solution including a retiming, the value of
the master problem objective calculated using this solution could be used as an upper
bound limit for the master problem objective value. An upper bound could also be
reached through the solution of the studied scenario with the sequential approach.
Finally, there are some obvious and required improvements, namely to add all rules
for both the aircraft and the crew that are to be followed. Moreover, tools for handling
data inconsistencies must be created. For example, alerts regarding rules that are broken already before a disruption occurs should be ignored. Furthermore, an extension
of the recovery window and a longer maximum delay time is needed for the practical
applicability of the methods suggested in this thesis.

5.3

Conclusions

The test results show the advantage—even though it is not very big in comparison
with the extra computing time required—of solving airline aircraft and crew recovery
problems with an integrated method. Although the approach developed to this end is
not ready for direct use in practice, the solution framework sets the ground for further
exploration of new heuristics.
We believe that further development of this kind of structure (i.e., based on master
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and subproblems) is promising, but may require too long computation time. Some of the
ideas used in our approach can, however, also be applicable for extensions of a sequential
method.
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A
Optimization Methods
We here present a few commonly used optimization methods for large scale integer
linear programming. All the methods are generally described, not especially considering
problems appearing in the airline industry.

A.1

Benders’ Decomposition

Consider the optimization problem to
minimize
x,y

cT x + f T y,

subject to Ax + By = b,

(A.1)

Rs+, y ∈ Y,
is a polyhedron in Rt+ , A ∈ Rm×s , B ∈ Rm×t , b ∈ Rm , c ∈ Rs , and f ∈ Rt .
x∈

where Y
Furthermore, assume that the model (A.1) would be a lot easier to solve in terms of
computational complexity if all the variables y possess fixed values. We could benefit
from this fact, if reformulating (A.1) into the master problem to
f T y + q(y),

minimize
y

(A.2)

subject to y ∈ Y,
where q(y) equals the optimal value of the subproblem to
q(y) :=minimize
x

subject to

cT x,
Ax =b − By,
x ≥0.
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(A.3a)
(A.3b)
(A.3c)
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This decomposition was originally published by Benders in 1962, and republished 2005
[23], and continues with rewriting q(y) as the optimal value of the linear programming
dual problem of (A.3), i.e.,
q(y) = maximize
αT (b − By) ,
m
α∈

R

(A.4)

AT α ≤ c,

subject to

R

where α ∈ m denotes the vector of dual variables. Now, the feasible region of (A.4)
does not depend on the value of y, which gives the opportunity to describe it by all its
extreme points, denoted αp1 , αp2 , . . . ,αpI , and extreme rays, denoted αr1 , αr2 , . . . ,αrJ . Hence
the feasible set in (A.4) can be expressed as
n

o

n

α : AT α ≤ c = conv αp1 , αp2 , . . . ,αpI

o

n

o

+ cone αr1 , αr2 , . . . ,αrJ .

(A.5)

T

If, for at least one value of j, it holds that αrj (b − By) > 0, then the problem
(A.4) is unbounded and consequently the problem (A.3) is infeasible. If no such extreme
ray exists, the problem (A.4) is solved by finding an extreme point that maximizes


αpi

T

(b − By). It follows that the original problem (A.1) can be reformulated as to
minimize

f T y + q,

subject to




αrj

T

αpi

T

(A.6a)

(b − By) ≤ 0,

j ∈ J,

(A.6b)

(b − By) ≤ q,

i ∈ I,

(A.6c)

y ∈ Y, q ∈

R.

(A.6d)

In general, the number of constraints in (A.6) is, however, huge, making the problem
time consuming to solve. Therefore, as a relaxation, we start solving (A.6) with only a
subset of the constraints in (A.6b) and (A.6d), resulting in a candidate solution (ȳ, q̄).
Thereafter, the dual subproblem (A.4) is solved for y = ȳ. In case q (ȳ) = q̄, the optimal
solution is found. Otherwise, a new constraint is added in (A.6b) or (A.6c). If the
T
dual subproblem (A.4) is unbounded, the constraint is of the type αrj (b − By) ≤ 0,
otherwise it must hold that q (ȳ) > ȳ, and thus the new constraint is of the type


T

αpi
(b − By) ≤ q.
We continue to add constraints as long as q (ȳ) 6= q̄ or the difference between the
upper bound q (ȳ) and the lower bound, equal to the objective value of the relaxation
(in terms of only using subsets of the sets J and I) of problem (A.6), is small enough.
Termination is guaranteed as the number of extreme points as well as the number of
extreme rays is finite.

A.2

Column Generation

Also the column generation method makes use of LP-duality. As the name suggests,
columns are generated throughout the iterative steps of the approach.
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Consider an optimization model of the form to
maximize

cT x,

subject to Ax = b,

(A.7)

x ≥ 0,

R

R

R

where A ∈ m×n , b ∈ m , and c ∈ n . Furthermore, assume that n is a big number,
meaning that the matrix A contains many columns. For typical applications it is not
practically possible to explicitly enumerate all of these. The idea of this approach is to
generate new columns when needed.
Without loss of generality, we let the matrix Ā consist of the n̄ first columns of A,
and let x̄ and c̄ be defined accordingly, and be such that the set {x̄ ≥ 0 | Āx̄ = b} is
nonempty. Let x̄∗ be an optimal solution to the problem to
maximize

c̄T x̄

subject to Āx̄ = b,

(A.8)

x̄ ≥ 0,




and the partioning of Ā = ĀB , ĀN define the basis of its optimal LP-solution and let
(c̄B , c̄N ) and (x̄B ,x̄N ) be defined accordingly; see for example [10]. Then x̄ = (x̄∗B , 0)
is feasible for the original problem (A.7); it is optimal if all the reduced costs, defined as
−1
c̄T := c̄TN − c̄T
B ĀB ĀN ,

(A.9)

are non-positive. If any of the reduced costs are positive, a new column to be added to
Ā is found by solving the pricing problem
maximize

−1 i
cj − cT
B ĀB a ,

subject to ai being a column of A \ Ā,
that is, finding the column with the largest reduced costs. The pricing problem can vary
a lot in different applications, but typical is some kind of shortest path problem with
additional constraints.
We continue to add columns, and thus solving pricing problems, until it is varified
that x̄ = (x̄∗B , 0) is optimal in (A.7), i.e., when all the reduced costs ((A.9)) are nonpositive. In the worst case we have to continue until all columns of A are generated [24,
Chapter 11].

A.3

Genetic Algorithms

In comparison with the two previous methods, the genetic algorithms are completely
different. They are inspired by the properties of evolution, i.e., survival of the fittest,
reproduction, and mutation. The algorithms are metaheuristic and there is no guarantee
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to find an optimal or near optimal solution, even though they have been shown effective
in many practical applications.
The algorithm starts with a random initialization of the chromosomes, which can
be decoded into, e.g., variable values (binaries or real numbers). As an example, the
chromosome
1

0

1

1

0

0

1

0

0

1

can be decoded into the two real numbers in the interval [0,1) through the transformaP
P
tions x = 5i=1 gi 2−i = 0.6875 and y = 5i=1 gi+5 2−i = 0.28125. Here, gi represents the
gene, taking either the value 0 or 1, at position i in the chromosome. The x and y can
then be scaled into any real number in a given interval.
After decoding, the chromosomes are evaluated. If the optimization task is to maximize a function, the function value is chosen as the fitness value (by which the chromosomes are ranked).
The overall idea of the step after the initialization and the evaluation is to generate new individuals, i.e., to alter the population, which usually consists of three parts:
selection, crossover , and mutation.

Figure A.1: Chromosome crossover.

Selection: For selection of individuals (like in the evolution), two main methods are
commonly used: roulette wheel selection and tournament selection. If roulette
wheel selection is used, an individual is selected with a probability directly proportional to its fitness value, whereas in tournament selection two individuals are
selected randomly from the population and the better one of them is choosen with
the probability p ≈ 0.75.
Crossover: A random chromosome index is chosen. Two chromosomes are thereafter
cut after that index and cross-assembled with one part from each chromosome; see
Figure A.1. It is also possible to perform a so called two-point cross, in which the
chromosomes are cut at two indices and put together with one part from the other
chromosome and two parts from the original.
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Mutation: All genes are looped through and with a certain probability, pmut 1 , each
gene is mutated, e.g., a 0 is turned into a 1 and vice versa.
The three parts, i.e., selection, crossover and mutation, are repeated N/2 times, where
N denotes the number of individuals.
Finally, the individuals generated in previous generations are replaced by the newly
generated. Often, the best individual from the previous generation so that the fitness
value in each iteration is non-decreasing; this is called elitism [25].

1

The probability for the mutation is typically proportional to the number of genes
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